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PREFACE

I have w ritten  this thesis  on a sub ject  I f ind  very  
interesting and provocative, and one which is in the public eye 
at present. Daily we read about some new development that again 
seems to herald the 'revolution' involving computer technology 
and its introduction into the mainstream of everyday l i f e .  
Without venturing into the crystal-ball realm of social comment 
on this much-touted 'revolution, '  I would s t il l  like to say my 
piece as a philosopher, serious computer hobbyist, and erstwhile 
programmer-for-hire.

I have found the computer business to be a victim of its own 
hype. The effort to package the 'revolution' has created a media 
event, in the worst sense of the term. Even though things are 
indeed breaking rapidly on this technological front, I do not yet 
see a 'revolution.' I am unsure how to view the new prominence 
of computers. I would like to see them left as just another 
technology, of interest mainly to technical people who build ,  
run, and repair  them. But this is not possible  anymore. 
Suddenly everyone is in dread of being 'computer illiterate.'

I find this both sad and comical. Until now, the spread of 
home computers has offered a chance to see past the mythology of 
the 1950's films where electronic super-brains and robots 
threatened world domination. A home computer just isn't going to 
sustain that kind of aura after we learn its true role as a 
re-usable video game.

However, there is the real chance that sustained efforts now 
underway could actually produce a machine (or should I say a 
program) that really is intelligent in some sense. If  so, what 
this w ill  mean for social history is something I prefer not to 
imagine. Western society's infatuation with technology had come 
into question for a while; but I fear this moment of sobriety 
may prove only a hiccup in the steady advance of the ideal of 
'humanity in service of technology' (a motto I have coined, to be 
re c ited  when feeding  paper into p r in t e r s ,  for exam ple ) .  
Marketing of computer 'expert systems' will not hesitate to play 
upon the public's latent trust in expertise of every kind.

In this thesis I have focussed on one area in which there is 
much interest among workers in artificial intelligence, namely 
using ordinary language to communicate with computers instead of 
the highly formalised communication now required. I do not seek 
to chronicle the current developments in this field, as it is not 
my area of research . Instead  I look to the p h i lo s o p h ic a l  
discussion already underway, a discussion which has not gone 
unnoticed  in the course of the 'media event' surrounding  
computers. As a philosophy student, I am delighted to see some 
of the questions I study being brought to public attention, no 
matter how glossy and brief the media s capsule summaries are. I 
suppose one motive behind this thesis is to encourage such public 
exposure for philosophy ,  w ith  its venerable  and u s u a l l y  
cloistered insights.

Toronto, September 1985
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ABSTRACT

The b e l i e f  that o r d i n a r y  l a n g u a g e  is just a d i s o r g a n i s e d  
formal s y s t e m  o v e r l o o k s  its m a n y  i m p o r t a n t  n o n - f o r m a l  qualities. 
T hese rule out any t e c h n i q u e  for n a t u r a l  l a n g u a g e  p r o c e s s i n g  
based on on l y  formal m e thods. In his e x a m p l e  of the C h i nese room, 
p h i l o s o p h e r  J o h n  Searle c o n c e d e s  too much: formal m e t h o d s  can 
never do wh a t  he s u ggests they could. S e a r l e ' s  i n s i s t e n c e  on 
intent i o n a l  states as the e s s e n t i a l  d i f f e r e n c e  b e t w e e n  c o m p u t e r s  
and humans b e c o m e s  m e a n i n g l e s s  if fo r m a l  systems can do it all 
anyway even w i t h o u t  h a v i n g  i n t e n t i o n a l i t y . I ask w h e t h e r  
compu t e r s  could go be y o n d  f o r m a l i s m  and emp l o y  n o n - f o r m a l  
methods. I s u g g e s t  they can, so S e a r l e ' s  'in t e n t i o n a l  states' 
d i s t i n c t i o n  is still in t r ouble. My a l t e r n a t i v e  is to say 
compu t e r s  c a n n o t  show empathy.

L ' i d é e  que la lan g u e  q u o t i d i e n n e  n'est qu'une langue 
f or m e l l e  d é s o r g a n i s é  ne rend pas c o m p t e  de tout sort de ses 
q u a l i t é s  pas formelles. Ces q u a l i t é s  e x c l u e n t  n ' i m p o r t  quel 
t e c h n i q u e  pour traiter la la n g u e  n a t u r e l l e  qui compte s e u l e m e n t  
sur des m e t h o d e s  formels. Dans l ' e x a m p l e  de la "ch a m b r e  
C h i n o i s e ,” le p h i l o s o p h e  J o h n  S e a r l e  c o n c è d e  trop aux 
fo r m a l i s t e s .  Les m e t h o d e s  formels ne p e u v e n t  jamais a c c o m p l i r  
tout ce que Searle dit. Searle i n s i s t e  que nos "états
i n t e n t i o n n e l s” sont ceux qui nous d i s t i n g u e n t  des ordi n a t e u r s .  
M a i s  sa d i s t i n c t i o n  perd sa s i g n i f i c a n c e  quand Searle permet que 
les o r d i n a t e u r s  p e u vent pa r l e r  et c o m p r e n d r e  la langue 
q u o t i d i e n n e  en e m p l o y a n t  s e u l e m e n t  des f o r m a l i s m e s ,  ansi qu'ils 
n'ont pas de " l ' i n t e n t i o n a l i t é . "

On d e m a n d e  si des o r d i n a t e u r s  p e u v e n t  f o n c t i o n n e r  hors de la 
f o r m a l i s m e  s e l o n  des m e t h o d e s  pas f o r melles. La r é p o n s e  s u g géré 
est positif, alors les "états i n t e n t i o n n e l s "  de Searle sont 
encore en quest i o n .  On peut plutôt dire que les gens, mais non 
pas les o r d i n a t e u r s ,  p e u v e n t  p é n é t r e r  par s y m p a t h i e  les autre 
gens .

vi
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I N T R O D U C T I O N  

0.1 Setting of discussion

After the first  successes of automated computing, people 

soon began to speculate: to what new uses could this technology 

be put? Can human thought as a whole be programmed into a 

computer? Could we ever build a truly intelligent machine?

0.11 Computers and human intelligence

In it ia lly ,  people were inclined to answer yes to such 

questions. The area where computers were first  put to use -- 

mathematical computation -- was and still is a subject recognized 

as difficult for humans. Yet the computers produced answers in 

no time at all ,  seemingly. If  they are this fast at d iff icult  

s u b je cts ,  how much more 'b r i l l i a n t '  might they be at the 

activities we find easier?

But the reverse proved to be true. Instead of going fast on 

hard jobs like mathematics and even faster on jobs we all find 

easier, the computers repeatedly fell  short in areas that seem 

trivial to us: recognizing shapes, compensating for small errors 

such as misspelled words, understanding more than one way of 

saying the same thing, and so on.

Apparently, computers could excel only where the problem had 

been analysed and studied methodically. But the skills we rely 

on in ourselves are not so easily automated. The ability to move 

our hands to an object we see nearby is something we take for 

granted; it is not a question we study logically or for which we
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develop scientific methods. We simply do it.

Of course, it is not that these tasks are 'easy' in any 

fundamental sense. Rather, they have been learned at such an 

early age that as adults we do not consider them a problem any 

longer. When they were problematic we were too young to reflect 

on them abstractly; we simply practiced them until we knew how 

instinctively. From that point on we were able to 'ignore' them 

-- at the conscious level -- and focus on other tasksJ

But computers do not have our bodies or our past histories 

in which such skills are accumulated. Neither our background 

knowledge of everyday practicalities  nor our learned ways of 

responding to experiences are available in a computer. I f  a 

program needs any knowledge available from such sources, that 

information must be spelled out explicitly by a human. But we do 

not have any collected body of written facts or methods relating 

to these areas. Why should we record them when we all know them 

anyway? We have no need to write them down or spell them out -- 

until we find we want a computer to take them into account.

And when the amount of information taken for granted in this 

way is considered, we discover that there is no earthly means by 

which to record it all. We find that each addition we suggest 

only points to countless other unstated bits of our knowledge. 

To record all the information just one human knows would take a 

lifetime -- just as it took a lifetime to learn it. Such an 

e f f o r t  would reduce the programmer to a l i f e  of endless  

introspection, seeking to make explicit yet more of the unstated 

knowledge underlying everything he or she might do — including 

w riting  such a program. Can a person convey in an explicit  way
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n
the tacit  knowledge^- that u n d e rl ie s  that very e ffo rt  of

O
explication? The suggestion is strangely paradoxical.

People quickly came to recognize that building a computer 

capable of e v e r y t h i n g  people are capable of was u t t e r ly  

impracticable. So, in keeping with the western tradition of 

overcoming obstacles  s c i e n t i f i c a l l y ,  the goal of machine 

intelligence was broken down into a number of smaller component 

problems: computer vision, computer speech, natural language 

recognition, organizing and recalling informal knowledge, and so 

on.

In this way the problem was attacked in more manageable 

chunks. No one spent much time trying to create a complete 

'a r t i f ic ia l  mind' in one package. Rather, the greatest effort 

went into those tasks that showed a measure of tractability . 

Early successes centered around more 'cerebral' activities such 

as chess.^ As computers developed, the faster, more powerful new 

devices opened up some areas previously too complex — computer 

vision and speech processing, for instance, which have begun 

flourishing only very recently.

0 .12  Computers and natural language

Out of the various tasks programmers have set for themselves 

in this effort, I want to consider one in particular: making 

computers able to understand natural l a n g u a g e .  ̂ This goal is a 

s i g n i f i c a n t  one for several reasons:  language use is one 

prominent feature of human beings that so far has not turned up 

in any other creatures; language is the medium through which 

people encounter and gain from one another's 'mental' activities;
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and for this reason, language is recognised as a key indication 

of intelligent thought.

0.13 Measuring comprehension

Indeed , language use is central  to one d e f in i t i o n  of 

intelligence proposed as a standard for whether computers could 

ever be said to possess intelligence. Alan Turing, who pioneered 

the theory of computation, proposed a test that has come to bear 

his name. This 'Turing test1 was intended to dispense with the 

rounds of (for him idle) speculation on how to divine the 

'essence' of human intelligence.^ I will not attempt to reopen 

the debate about the Turing test nor about the 'mind-body 

problem' in its relation to computers.^ In asking whether 

computers might be able to understand natural language I w il l  

have occasion to refer back to Turing's criterion as a useful 

measure. Since 'natural language' is itself a flexible, perhaps 

even elusive description, it is important to have such a concrete 

test to which to refer it.

In this thesis I propose that the ability  to speak and 

understand 'ordinary' or 'natural' language as opposed to formal 

languages requires most of the abilit ies  needed to pass the 

Turing test. In other words, the task of programming a computer 

to understand natural language in a broad sense, far from being a 

'manageable chunk,' is in fact co-extensive with the entire 

project of automating intelligence overall. In general to be 

able to process utterances that are not confined to a pre-set 

formal system simply is not possible until one overcomes the 

formidable challenge of encoding 'common sense' knowledge.
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The core of the argument for this position is that natural 

language relies at every point on this great stock of tacit 

knowledge. People speaking to one another or writing for other 

people to read take account of what the other must naturally 

already know. They do not attempt to reiterate what is obvious 

to all. But what makes knowledge 'obvious'? Not any pure, 

logical quality, as rationalism might suggest! Only common life 

experience gives people that 'something in common' which is vital 

to communication. Indeed, the greater this shared base of prior 

knowledge, the easier communication becomes. Without it, we 

require more effort and more words, yet less is conveyed.®

It was this problem which early computer programming efforts 

had to confront. Given the endless variety of expressions people 

employ, there had to be severe restrictions placed on the 

communication between human and machine in order to make 

computing possible at all. Computers simply could not 'know' 

what to expect without some (added) structure imposed on the 

communication. As things emerged, this structure was modelled 

upon the kind of .formalism f a m i l ia r  to s c ie n t is t s  and 

mathematicians. Each symbol had an exact significance; its 

impact was predictable strictly on the basis of the rules of the 

formal system. The computer did not have to 'interpret' what the 

human 'must have meant' -- for it could not even begin to do so 

in the slightest way. It was entirely without the resources to 

make such an interpretation.

It is the need for vast amounts of knowledge underlying our 

use of ordinary language that excludes computers from conversing
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with us by this medium.7 We know how to interpret what we say to 

one another in the sense that we generally succeed in doing so. 

What we do not generally know is how we manage to accomplish 

this. The relevant information just 'comes to mind' as needed. 

Since we cannot even say how this is done, we are in no position 

to set out a method for doing so in a way that would allow a 

computer to carry it out.

And if we did discover some method behind our hidden thought 

processes -- for surely these must be highly organized at each 

level, even when their method is not a conscious one -- we would 

still not have the basis for an intelligent computer competent in 

natural language. For the 'rule-based' intelligence required in 

understanding language is only a small part of the task. On the 

whole ,  understanding  language is dependent not just  on 

grammatical ability but also on knowing about the matters being 

discussed. In this way are we able to retain knowledge as it is 

conveyed, to refer later statements to what came earlier, to 

raise questions in an effort to clarify what we are hearing, and 

so on.

This process can take place only in the context of an 

existing base of prior knowledge. Knowledge makes communication 

possible. The information conveyed by the use of language is not 

'contained' in the language by itself. Rather, language can only 

'work' in its cultural matrix .^  Unless there is this 'something 

in common,' the language can never be more than a string of data, 

subject to collection and recall but not contributing anything to 

the receiver's base of useful knowledge.

I have stressed that ordinary language must be understood,
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and that we find that process to be elusive to analytic scrutiny. 

But I do not accept that understanding  is ' i n e f f a b l e '  and 

therefore an irrelevant or 'metaphysical' notion. I want to 

stress that 'understanding' is a useful category with accessible 

criteria  for applying the term or for excluding something from 

its application. In offering a criterion I do not imply that 

this is the only meaning or the best definition of the term, but 

simply a useful starting point.

When we want to know if a person has understood something, 

we have no lack of means we may employ to find this out. We may 

converse with the person about the subject and observe the way he 

or she answers; does he or she exhibit a grasp of the information 

that was supposed to be conveyed? Does he or she seem to 

overlook things that we believed had been expressed? If  the 

latter, we conclude that the communication has not entirely 

succeeded; thus we go back and try again.

Because testing and test taking are a familiar part of our 

language a b i l i t y  for most of us, it does not seem at a l l  

unnatural to propose a test like the Turing test as part of the 

m ean in g  of  com petence  in u s i n g  n a t u r a l  l a n g u a g e .  I f  

'intelligence ' is more elusive and less specific than language 

ability, nevertheless it too can be revealed in a test situation. 

The test is never meant to exhaust the subject, but only to be 

indicative. There is more to any practice than the ability  to 

pass tests in the subject.

For this reason I want to argue that the Turing test can be 

used as one possible way to distinguish 'natural language'
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competence from its imitation in more rigid and less informed 

ways of responding. In particular, I propose that Turing test 

competence and natural  language competence are la rg e ly  

coextensive. If a computer can hold a conversation that might be 

mistaken for 'the real thing' -- two people conversing -- then 

the computer would necessarily be interpreting the language it 

received in a significant sense. It could not pass the Turing 

test if it could not, for example, show that it remembered prior 

statements in the conversation and was using the relevant 

information in forming its current replies.

Conversely, a program that embodied a sufficiently general 

method of natural language recognition would already be well on 

its way to passing the Turing test. This point is a stronger 

claim than the previous one, since one might well insist that 

intelligence only starts with language but goes much further as 

wellJ^ However, there is no way to achieve language competence 

without drawing on extensive general knowledge organized in 

in t e l l i g e n t  ways. There may be other tasks that require  

intelligence, but there is no way to process natural language 

without intelligence. This is a point I will stress throughout 

this paper.

I do not claim that passing a test like the Turing test or a 

'natural language ability' variant of it would qualify a computer 

for instant membership in the community of persons or mean that 

it is as intelligent as we are. I merely claim that such a test 

is one point where we may draw the line and say that below this 

point, computers are not yet speaking natural language in the 

fullest  sense. They may, as in the case of current 'expert
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systems,' be coming closer to it in areas of 'expertise' but they 

are not equipped to converse naturally -- i.e . without formal 

restrictions — about other topics.

0.14 Language and Computing in Theory

In looking into the issue of computer use of n a tu ra l

language I read a number of sources whose authors were concerned

1 9
with the nature of language and its relation to intelligence.

Amongst those already immersed in the world of computing, the

emphasis was consistently on the 'computability' or otherwise of

natural language: does it follow statable rules? Does it allow

unambiguous interpretation based on syntax? How is syntax

related to the elusive and unmathematical realm of 'meaning'?

Most importantly, can 'meaning' be reduced to a system of rules

that could be the basis for a computer program?

From every quarter there come various types of answers to 

1
these questions.1-* The basic view underlying these answers can 

u s u a l ly  be described  as f a l l i n g  in one of two opposing 

categories: formalism on the one hand, and what we may call 

'transcendentalism' on the otherJ^

Many philosophers have argued against formalism and for the 

various ideas I have grouped under the term 'transcendentalism' 

-- such as that people are more than highly complex mechanisms; 

that knowing is irreducible to simply collecting information; 

that computers are not sufficiently  like us to allow certain 

d e s c r ip t io n s  to apply, e .g .  th ink ing ,  f e e l in g ,  knowing, 

believing, wanting, etc. This group of attitudes comes under the 

name of ' i n t e n t io n a l '  s tates ;  it is argued by many a n t i 
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formalists that computers could in principle never possess such

states. The formalists, in their turn, are inclined to respond

'Why not?' This, in effect, is one pivotal point on which the

debate over computer abilities turns. Of course there are others

as well: Are there certain types of problems only humans can

solve? Are there ways of thinking which cannot be captured in a

form usable by a computer? The list keeps going .^

These same questions appear, and the same lines of battle

are generally drawn, in discussing the particular issue of

computers and language. There are formalists who assume that

ordinary language can be systematized and managed via a formal

grammar; there are likewise transcendentalists who believe that

human language is not subject to a statable formal structure but

rather is tied closely to the special features of human thought,

1 fi
features which cannot be automated. °

Not everyone falls neatly into one of these two categories, 

naturally. Among those optimistic about what computers will be 

able to do, there are some who look further than formalism for 

th e  m eans  by w h i c h  to do s o . ^  L i k e w i s e ,  am ong  

transcendentalists there are many variations on what it is that 

computers cannot do, and why, and on how to define the 'special 

something' which sets humans apart .^

For my discussion in this thesis I have selected John Searle 

as an instance, if not a representative case, of transcenden- 

talist  thinking in opposition to formalism. I will  discuss 

Searle's view as expressed in his article "Minds, Brains, and 

P rogram s ."^  In reading works of various transendentalists I



have generally not felt satisfied. Unfortunately Searle's article

was no e x c e p t i o n .  A l t h o u g h  I s y m p a t h is e  w i t h  the

transcendentalist side rather than the formalists, I have yet to

encounter a definitive  statement of what exactly is wrong with

formalism. Nor do I have one to offer myself. In this thesis I

can hope only to suggest some lines along which to approach this 

p o
problem anew.

The specific point I will attempt to cover, following some 

general considerations against the formalist view, is the 

c o n c e s s i o n s  S e a r l e  makes to f o r m a l i s m  as fa r  as the 

'computability' of ordinary language is concerned. He seems to 

accept that natural  languages can be spoken by computers 

following purely formal rules and without any measure of 

interpretation at all .  This is simply a backdrop for his claim 

that such formal operations would not in any way indicate the 

possession of intentional states by a computer. However, I fear 

he gives away too much when he sets the problem up this way. I 

w il l  say more on this in Chapter Three. At this point I want 

simply to let the reader see the direction in which I am aiming.

The plan for my discussion is thus: in the remainder of the 

introduction I set out some basic assumptions I am making and try 

to say specifically  what I mean by such key words as 'natural' 

language, 'formal' systems, 'formalism,' and a few others. In 

Chapter One I state my basic objections to formalism and lay out 

some suggestions of what re a lly  is d i f f e r e n t  about human 

thinking. In Chapter Two I focus in on Searle's paper and the 

point he is trying to make in it. In Chapter Three I cr iticize  

Searle 's  formulation on several counts. In Chapter Four I

11



propose a reply to Searle, referring particularly to the Turing 

test. Finally in Chapter Five I suggest new questions which 

arise out of what I have said in this thesis.

0.2 Preliminary considerations (basis for discussion)

In this section I will set out the initial assumptions I am 

going to make as the basis on which to proceed in my discussion 

of computers and language. Although I w ill  offer a motivation 

for the points set out here, I cannot offer an adequate defense 

of them in this context.

0.21 I hold formalism not adequate to ordinary language

The first  assertion on which I w il l  base my discussion is 

that formal methods which resolve language in terms of its syntax 

or grammar are not sufficient to find the meaning of natural, 

non-formal language. To spell this out I must state what I mean 

by 'form alism '  and what I mean by 'ordinary '  or 'n a tu ra l '  

language.

0.211 What I intend by formalism
ƒ

In the context of this discussion I use the term 'formalism' 

to sum up the general line of thinking which favours the use of 

strictly formal grammars in any effort to resolve the meaning of 

language. This is a specific application of the term 'formalism' 

and should not be confused with other uses of the term in 

different philosophical settings. I do not intend any analogies 

with other uses (although such comparisons are possible).

As representative of a philosophy which advocated a view 

along the lines I am calling formalist I offer Rudolph Carnap.

1 2



His theory of 'logical syntax' epitomises the view that whatever

makes a sentence m eaningful  is a cc essible  in the form of

9 1
definite, explicit formal rules.

My motivation for rejecting formalist thinking w ill  be 

evident throughout my argument. In brief ,  I find this view out 

of touch with the actual conditions of natural language use as we 

experience every day. It overlooks the personal character of 

human language expression, the role of context, the need for non- 

grammatical knowledge in managing our often highly ambiguous 

usages, and numerous other indications.

0.212 What I mean by ordinary language

Before going further I must also make as clear as I can just  

what I intend by 'ordinary' or 'natural' language. I use these 

terms interchangeably as antonyms to 'formal language,' i .e . ,  

language that is indeed governed by a s in g le ,  u n i f i e d ,  

unambiguous syntax, which is resolvable without any regard to the 

'content' of the expressions involved. This ideal is attained

only in the symbolic calculi of science, mathematics, and formal

l o g i c .

Speaking positively, I use 'ordinary' or 'natural' language 

in the conventional way for p h ilosophers .^  The school of 

'ordinary language philosophy' favours language in its 'natural' 

state as the arbiter of common sense. I do not use the term to 

endorse this view, nor to question it. But I see no problem with 

carrying on this usage; it is not significantly at odds with the 

usage now emerging around computation and language. There, the 

discussion centers around how computers might be made to accept

1 3
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human input phrased in whatever way the person would normally 

state what he or she means, rather than in the rigid formalisms 

that prevail today.

0.22 I see the Turing test as significant

The second basic assumption on which I proceed in the 

argument which follows is that there are tangible criteria  for 

how successful any given approach is in understanding what an 

expression or language use means. The standard I will  stress 

revolves around the practical test offered by Alan Turing to 

dispel what he saw as empty speculation over whether computers 

could be said to 'think,'  to show 'intelligence , '  and so on. 

This procedure has come to be known as the Turing Test.

Turing proposed that any candidate computer be put to this 

test: shut away the computer in one room, and a live human 

volunteer in another; elsewhere, shut off  from both, provide a 

tester (another human, we must assume for now) with two identical 

communication links: one to the human, the other to the computer. 

The tester may send questions to both contestants and see what 

answers come back. The tester does not know which link goes to 

whom (or to what); the object for the tester is to guess (or 

simply decide) correctly with as few queries as possible which 

candidate is the computer. The object for the human volunteer is 

to help in this goal, i .e . ,  to sell the claim "I'm the human, 

don't be fooled by that faker!" The computer is to be programmed 

in such a way as to make the tester mistake it for the human, or 

be unable to distinguish the real McCoy for as long as possible. 

Any machine which can give the human players in this 'game' a
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serious run for their money is to be considered effectively  

'intelligent '  regardless of anyone's preferences about how this 

reserved designation ought to be applied, Turing held.

While there is an entire literature around the question of 

the Turing test and its validity ,  whether philosophical or 

otherwise, I am not primarily interested in continuing that 

d i s c u s s io n .^  I want only to assert that Turing's criterion is 

useful in pinning down what we are asking for in a program that 

we would accept as 'intelligent . '  This is important to my 

discussion of what computers may be able to do in processing 

natural language. It provides a way around the elusive quality 

of what we mean by 'understanding' and 'interpreting.' These are 

terms I w ill  need to explore in more detail as I progress.

I want to set aside at the outset some possible ways to 

misconstrue the Turing test. First, I do not believe that a 

machine which passes such a test at some significant level is 

therefore instantly worthy to be respected as a 'person' or 

endowed with 'rights.'  There is much more to being human than 

possessing a given.level of intelligence. Indeed, many humans 

are unable to function at a level that would pass even this test 

—  infants, the retarded, and the mentally ill  -- who we st ill  

consider just as much humans as the quick of wit.

Nor would a machine passing such a test prove that people 

are 'no more than machines' themselves, biological robots with no 

'free w ill '  and without 'souls. '  This implication was never 

Turing's intention and it is not mine either. The issue is not 

what makes people qualify as intelligent, personal, and unique,



16

so much as what makes us able to recognise one another as 

intelligent, and to recognise the intentions behind what we say 

to one another.

It is debatable whether 'recognizing intentions' is i t se lf  

an intentional state which can only occur in a person. But it is 

much clearer that a machine which answers questions in a Turing 

test in a way that is d i ff icu lt  to recognise as 'automatic,' 

'rote,'  'mechanical,1 or what have you must have captured the 

basic point of what was said. What this means for the theory of 

mind I w ill  leave for others to decide. I w i l l  restrict myself 

to considerations of language and how it works, or might work for 

a computer.

0.23 I doubt that computers are confined to formalism

The third initial consideration I bring to this paper is my 

reluctance to go along with the received wisdom on how computers 

must operate, viz., that they are restricted solely to the use of 

formal procedures. I am inclined to doubt this, not so much 

because I have a decisive argument to the contrary, but more 

because no one seems to know what it means. In particular I was 

struck by the pivotal position this assumpion plays in the 

arguments advanced by John Searle^  against the importance (but 

not against the possibility) of computer recognition of natural 

language. I w il l  discuss Searle's views in Chapters Two and 

Three.

As I said, I am troubled by the unquestioning adherence to 

the doctrine of computer formality shown by Searle -- as by so 

many others. I have particular d ifficulty  knowing what Searle



means by the terms 'formal' and 'uninterpreted' in the context of 

his examples. In criticising Searle, I allow myself a measure of 

compromise with the operationalist position of Alan Turing, one 

thinker who certainly knew what he meant by 'understanding.'
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O N E :  FORMALISM AND NATURAL LANGUAGE COMPUTING 

1 .0  General issue: Formalism and natural language computing

In this section I introduce the general issue for this 

paper: whether computers can process natural language, and the 

commonest theory of how this could come about, which I am calling 

formalism. A number of theorists have approached this question 

from the standpoint of formalism, by which I mean any view that 

tries to find a formal system behind natural language.^ The 

attitude or group of views I am collecting under the name 

'formalism' is not uncommon at present. In particular, people 

working in the field of computers are quite likely to favour some 

view along these lines. In section 1.1 I look at some of the 

reasons why the world of computing leans in the formalist 

direction. In the following sections (1.2-1.4) I state a series 

of criticisms of formalism as an approach to the understanding of 

natural language, either in theory or in practice.

1.1 Why formalism is favoured in computing up to today

There are a number of features of computers which encourage 

a formalist approach in any activiy undertaken on a computer (and 

conversely which discourage any non-formal ways of looking at the 

subject). There are issues of exactitude, clarity, and practical 

necessity which prompted the initial choice of formal systems for 

use in computation and which favour their continued use.
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1.11 Exact control: the engineering factor

In designing a system that is to be able to run without 

human intervention, i.e., an automatic system, engineers need the 

most precise tools at their disposal. The machine must behave in 

predictable ways under any combination of circumstances. A 

formal system provides a set of rules to which the computer can 

be made to conform; an exact correspondence is sought between a 

set of symbols used to control both the computer (the program) 

and the m a c h in e 's  r e s p o n s e  to these  s y m b o ls .  T h i s  

correspondence holds right down to the minutest level of computer 

design, where individual 'gates' that go on and off are organised 

according  to the rules  of f irst- order  symbolic lo g ic ,  

effectively .  Although other design modes have been developed, 

such as the so-called 'analog' computers, the digital  logic 

scheme has won virtually universal preference for the above 

reasons.

The choice of the kind of symbol system by which to program 

the computer was influenced as well by the fact that computers 

and computer programs had to be designed to run without any help 

from the designers. The programmer had to be able to anticipate 

the needs, choices, and actions of any potential user in advance. 

Formal systems of interaction with the computer offered a way to 

achieve this. If the users learn the formalism, then they have a 

way to communicate with the computer in language accessible to 

the program. The programmer was thus able to make the computer 

'expect' certain modes of expression, and to reject any other 

form whatsoever. Even if another form would be perfectly valid 

in ordinary usage, the programmer could not anticipate all the
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varieties introduced in this way. It was only necessary to have 

a single way that each request could be stated.

1.12 Exact intentions: the expression factor

Another e f fe c t  of fo rm a lize d  modes of expression  in

programming computers was of benefit to the programmers: formal

systems reveal or heighten exactly what is expressed by a

formulation. Programmers need to make sure they have not left

any of their intentions for a program in the tacit realm! The

e x p l i c it n e s s  and exactitude  forced  on them by their  own

formalisms tends to encourage thorough planning and assessment --

something every designer  must strive  for in any case. A

formalized statement of all the steps involved in a program

permits such thoroughness. Since a program w il l  not have any

(good) feature the programmer did not explicitly  call for,

formalism is an appropriate way of expressing programs.

Formal programming languages are similarly important to the

social process of programming. Since several programmers can

learn the same formalism, it is easier for them to cooperate in

o
writing a program on this basis.

1.13 Lack of alternative: the history factor

Finally, the adoption of formal methods for control of 

computers was a historical necessity. In effect, the designers 

had no other choice given the scarcity of computer resources in 

the early stages. All the oldest programming languages are 

h ig h ly  formal; by now the t r a d it io n  is w e l l  e s ta b l is h e d .  

Currently there are efforts underway in another direction,
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involving particularly a less rigid  syntax for the user. Much 

has changed since the early languages were designed: by now 

computers are in the hands of non-programmers. Thus there is the 

possibility  that the user is 'computer illiterate '  (a rather 

unfortunate term) although quite competent in ordinary language. 

Indeed, the phrase 'natural language' is on the lips of all the 

most active computer designers — both armchair and laboratory 

ones. The aim is to allow users to control the computer in their 

own words without resort to any formalisms.

The suggestion, latent in all this, that computers are 

becoming ' intelligent , '  competent in 'ordinary language,' is, 

however, illusory. In any of the applications being suggested in 

this context, the user is s t il l  severly restricted in what 

subject matter can be introduced. I f  the 'natural language 

interface' is perfected it will still not be possible to sit down 

and type "Who is your favourite baseball star?" on any given 

machine and get an answer rather than an error message (or a more 

polite brush-off).

1.14 Artificial intelligence

Only when the question of formal versus natural language is 

asked in r e la t io n  to the f i e l d  of so-called a r t i f i c a l  

intelligence can we find computer theorists aiming for f u l l 

blown, unrestricted use of 'ordinary' language by the computer 

itself. This field is currently very much in the public eye.^

Clearly, the gains made under exclusive adherence to highly 

formal language in computing are gradually being played out, 

while the limitations inherent in formalism are only now being
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discovered. Computers are distributed differently now than in 

the past. A greater and growing share is now in the hands of 

non-programmers, and thus even the commercial situation favours a 

second look at the in itial  choices of the computing industry. 

Additionally, the explosive growth in computing capacities, 

storage, and memory continues to open up possibilities  never 

before available except in speculative proposals.**

1 .2  What formalism must assume about language

In this section I will set out what I believe would need to 

be true about language in order for formalism to succeed. It 

will  be evident that I do not find these points to hold in fact.

1.21 It assumes natural syntax is a strictly formal system

The first and central assumption a formalist must make about 

language is that syntax -- the rules desribing how sentences can 

be formed, word order determined, and so on -- constitutes a 

strictly formal system. The idea here is that natural language 

be subjected to the same kind of analysis as has been applied to 

formal logic. Rules must be formulated to state exactly what may 

and may not occur at each point in the formation of sentences. 

It must be possible to predict at any point what to expect in the 

next position and exactly what would constitute a correct 

grammatical continuation.

Such restrictions are indispensable to a formal method of 

parsing a sentence, i .e . ,  of stepping through its terms and 

determining how each one applies in this sentence. For instance, 

in a formal language it is possible to determine with certainty 

just what terms are being linked by any connecting words or
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symbols such as 'and,' 'or,'  ' i f . . .th e n , '  and the like. This is 

regulated by the syntax of the language, one which is formal and 

thus can be resolved strictly in terms of the sequence of the 

terms and the punctuation used to connect them. Indeed, it is 

one of the chief attractions of formal languages that they make 

this possible.

But why this special stricture if  natural language is also 

governed by a purely formal syntax? The obvious answer is that 

formal languages alone have this feature, and that natural 

languages simply do not. Natural languages are only partly 

formal; some of the interpretation process relies on non-formal 

considerations.

1.22 It assumes semantics (content) is irrelevant to syntax

This leads to the next assumption of formalism which I must 

question. In order for natural language to fit  the mold of the 

formalists' expectations, it must be open to interpretation on 

syntactic terms alone, apart from its semantic content, i.e., its 

meaning. This is indeed the case for formal languages such as 

symbolic logic. The symbolism '(AvB)' is universally recognized 

(among logicians at least) as standing for, or stating, the 

proposition 'A is true or B is true or both.' This is understood 

on first  view, and can be recognised without even considering 

what propositions 'A' and 'B' may represent. Indeed, they need 

not represent any specific proposition at all!

But in natural languages this is not the case. In general 

it is not practical to set out to understand a sentence while 

ignoring the significance of the words involved. This would
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mean, perhaps, looking only at what words are nouns, which are 

verbs, and the like. One obvious barrier to this line of 

thinking is that the syntax of many natural language words and 

expressions can vary depending on precisely the feature we are 

trying to ignore, viz., what the sentence is saying. A word such 

as 'run' in English has so many different uses -- some as a verb, 

others as a noun -- that it almost defies description. On 

finding this word in a sentence, a formal 'algorith' -- or 

complete set of instructions making up a procedure to solve a 

problem -- would face an impossible decision: is it a noun or a 

verb in this case? Such a decision can be made, since people can 

do it; but to attempt it without looking at the meaning of the 

sentence is futile.

Yet the formalist is in the unfortunate position of asking 

computers to do exactly this. By adopting formalism as a view of 

natural language, one summarily rules out the most important 

avenue to interpreting natural language. It becomes necessary to 

distort the actual qualities of natural language to make it f it  

the narrow model of' a formal language.

1.23 It assumes meaning can be 'contained' in the language
used to express it

The third assumption of formalism I reject follows from the 

two stated so far. If the formalist sets out to parse an 

utterance of natural language in strictly formal terms, it is 

also necessary to assume that the meaning of the utterance in 

question is somehow contained in the language itself considered 

in isolation. Only in this way can a formal approach be expected



to work. But is this indeed the case? Is it not rather true 

that language works — has its intended effect -- only by relying 

on an unstated background of context, shared assumptions, prior 

communication, and the like?

Unfortunately for the formalist, all this background and 

context is unavailable when a formal method is used. There is no 

way to find in the text all the background that must be assumed 

along w ith  the text -- for that is the meaning of 'context ,1

i.e . ,  'con' being the latin prefix for 'with.' To assume that 

the text somehow 'contains' its own context is absurd. A given 

string of letters can convey no more than a fixed amount of 

information on its own, that amount being a function of the 

number of symbols used times the number of available symbols from 

which to choose.

But it is a key feature of human language use to attach more 

information to some formulations than those formulations contain 

in themselves. This is the process of conventional meaning; by 

it ,  a simple symbol can take on a whole c o n s te l la t io n  of 

meanings. It can do so, however, only for those who know the 

convention -- of others, we say that its meaning was 'lost' on 

them.

Nor do I want to imply that this applies only to special, 

'symbolic' modes of natural expression. Rather, virtually all  

human communication is carried on in this way; short messages 

take the place of much longer explanations wherever possible. In 

general, it is undesirable to have communication be any longer 

than it needs to be: there is always more to be said and only so 

many hours in the day. To require that we spell out all our

25
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implicit meanings, contextual background, and so on would be 

unthinkable.

t .24 Even formal languages require a context

Indeed, formalism itself  relies on a kind of contextual 

knowledge, namely that of the formal system which is in use. 

There might conceivably be two formalisms which could be confused 

with one another at some point; in that case it would be futile  

to argue that the formalism was supposed to convey its message in 

an entirely formal way. What good would it be even if  one of the 

formal expressions stood for a message stating 'This text is 

coded in formal system X, not in Y'? How would we be able to 

find this message in the first place?

This demonstrates, I believe, that even formal languages are 

reliant on context at least at this one point. It may be 

possible to interpret them formally, in terms of syntax alone, 

once the formalism required has been selected. However, it is 

pointless to try to extend this attitude to natural language. 

There, we find too many different ways of saying the same thing 

as well as numerous ways of interpreting a single text. The 

options are determined by non-formal facto rs :  semantic ,  

contextual, stylistic ,  and personal factors not accessible to 

syntactic scrutiny no matter how hard one may try.

1.3 Why human natural language resists formalization

I want to set out in this section more fully why I believe 

natural language cannot be formalised in an effective way. I 

will  cover three main categories: non-formal means of conveying



meaning (1.31);  language as a learned life-skill  (1.32); and the 

greater flexibility of natural languages over formal ones (1.33). 

(I use 'NL' to abbreviate 'natural language.')

1.31 NL relies heavily on non-formal means

As I noted in the previous section in criticizing formalism, 

there are numerous non-formal ways that NL conveys meanings. 

C h i e f  among these  are c o n t e x t  ( 1 . 3 1 1 ) ,  a n a lo g y  and 

allusion (1.312), and extra-lingual knowledge of how things work 

in the world (1 .313).  The last w i l l  prove to be fatal for any 

hope of reducing language interpretation to any set of purely 

linguistic rules, no matter how extensive.

1.311 Context

Natural language relies on context in several different 

senses. I discuss three here: context as previous discussion

(1 .3111),  context as antecedents to pronouns and allusions

(1.3112),  and context as setting, speakers, and time (1.3113).

1.3111 Context as previous discussion

There are several sub-texts conveyed by the term 'context.' 

I will  treat these under three headings: previous discussion 

(this section); pronouns and grammatical allusion (1.312); and 

setting and participants (1.313).

The f irst  sense of 'context' I want to look at is 'previous 

discussion' -- the memory of what has already been said between 

the participants, or by the speaker if it is a monologue or one

way communication. When writing a book, an author w il l  try to 

stay on the track of the book's train of thought, rather than to

27
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circle back and restate one point in the same way over and over. 

When conversing, we take exception to someone who endlessly makes 

the same point with no variation or new contribution. We object 

that we 'have heard this already.'

Nor is context as previous discussion concerned only with 

what I call pertinence, i.e., saying something we have the right 

to say, which normally requires at least that we cannot know for 

sure the listener has already understood this point. Previous 

discussion also permits a great deal of economy of expression: 

whatever we do feel the listener already knows can thus be taken 

for granted. Finer distinctions may be added, or further 

elaboration, or answers to new questions that must arise from 

what has been said already (as in 'Now, you may be asking 

yourself.. . ' ) .

1.3112 Context: pronouns and allusions

This leads to the second definition of context which I will 

consider, namely the grammatical context which allows the use of 

pronouns in place of nouns and longer phrases, and the use of 

allusion instead of direct reference. In this function of 

context, the current discourse effectively  serves as its own 

context. Recently used formulations can be abbreviated to 

lighten the load on the communication channel. We prefer to say 

'George put his new hat on and said how good he looked in i t ’ 

sooner than 'George put George's new hat on and George said how 

good George looked in George's new hat.'

In one way, formal logic uses a similar procedure in that it 

substitutes abbreviations for longer formulae. However, there is
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one key difference: in formal logic, it is mandatory to state 

explicitly  all such substitutions. Furthermore, it is always 

possible to return any abbreviation to its longer form simply by

reversing the process -- all  according to exact formal rules,

£
again.

In natural language this is not the case. Pronouns and 

other such indirect references are a shorthand that can be 

unpacked only in connection with the semantic role they play. 

There is no purely formal grammar that can dependably yield a 

correct decision on this question. Indeed, we often do not 

manage to understand what someone meant by such a reference; we 

ask, e.g., "Did you mean 'she' the doctor or ’ she' the patient 

said...?" Obviously we are not employing any exact formal system.

A s t il l  more d iff icult  case is that of allusion; in this, a 

discourse proceeds on the assumption the listener has understood 

both the text and the implications of what has been said already. 

For instance: 'Then if  you are with me so far, you've realized 

why Jean wanted . . . '  In such cases the speaker re l ie s  on 

information which was never conveyed explicitly  in the text 

itself .  This sort of knowledge could never be extracted by any 

syntactic analysis of the text since it is not in the text. Yet 

further interpretation could not take place if the meaning from 

that point is dependent on such knowledge.

1.3113 Context: setting of discussion, who is talking

A third meaning of context which I see as important is the 

speaker-hearer setting of the discussion: the knowledge that 

arises from knowing who is speaking and who is being spoken to.



In particular, a discourse will typically take into account the 

expected prior knowledge of both participants, using this to 

modify how much must be spelled out as well as how things are 

communicated. Between two strangers, more must be stated 

explicitly ;  between close companions, a single sound can speak 

volumes. The deciding factor would seem to be the degree of 

shared experience; the more two people have in common, the more 

they can convey in fewer words. This, though commonplace, seems 

to have escaped the advocates of formalism who expect human 

discourse to follow one universal rule on every occasion. It 

also adds to the case against a method that would divorce 

in te r p r e ta t io n  of natural  language from e x t r a - l in g u is t ic  

knowledge.

1.312 Language skills: metaphor, analogy, idiom

A further factor besides reliance on context which prevents 

natural language from fitting  into formal constraints is the 

variety of language skills we employ. Among these I may mention 

idiomatic expression, analogy, and metaphor. The last two are as 

much modes of thought as they are modes of speaking; once again, 

human language cannot be understood in isolation from human modes 

o f  in t e l l ig e n c e  and understand ing .  Because we think 

analogically, it is only to be expected that we also speak 

analogically.

The problem with trying to formalize the human use of 

metaphor is that it does not follow any one rule. Unlike the 

mathematical formalism of proportion, A:B::C:D — A is to B as C 

is to D — metaphorical expression frequently omits one or two of
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the terms in such comparisons. For instance, we do not bother to 

specify 'in what respect' A is like C, stating simply 'The exam 

was a bear.' We leave it to the listener to work out the 

details. This is possible partly because such metaphors are 

frequently idiomatic, even highly stylized or 'formalized' 

a l w a y s  used in the same way. Yet we do not often falter when 

unfamiliar metaphors turn up'; we understand the rural simile 

'like a wet hen' on first  hearing, so long as we recognise that 

hens are birds and birds' feathers are disshevelled when wet.

1.313 World knowledge: how things work and interact

This brings me to the last of the non-formal means of 

communication I w il l  consider here which is used in natural 

language, and which makes natural language intractable to 

formalization. That is the general knowledge about the world 

which allows people to discern more sharply what must be intended 

by a given instance of ordinary language.

This referring to general world-knowledge permits people 

more rapidly to narrow down the possible interpretations of 

various multivocal or ambiguous words and expressions. Since the 

majority of words in ordinary languages have two or more 

interpretations, it is necessary to reach a decision as to which 

version is intended for each word or phrase a speaker uses. This 

is made much easier by the limitations we can import from general 

information we know about the world. Chairs are for sitting on, 

but shelves are for storage; this limits the myriad ways to 

understand a word such as 'on' — including whether or not it has 

been used metaphorically, as in 'on the shelf , '  'on hold,' 'on
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the payroll,' 'on eggshells,' 'on his own time.' These idiomatic 

uses allude to practical situations in the world of daily l i fe ;  

none can be understood in any deductive way. Only by knowing how 

fragile eggshells are, how telephone calls are put 'on hold,' how 

items not needed right now are put away 'on the shelf , '  are we 

able to embrace such expressions in our communication with good 

effect.®

1.32 NL is a learned life-skill

Another side of this'point is that natural language is not a 

matter of conscious method that can be explained so much as a 

life-long acquisition of skill  at expressing oneself. It is a 

practical need of everyday living, not a field  of study which 

those in te rested  may take up. Everyone must know it to 

participate in the community successfully.

1.321 NL takes years to develop

Natural language skill  requires many years to develop and 

refine. It cannot be imparted in a few maxims or rules of 

operation; it must be absorbed through what language teachers 

call  'immersion,' i .e . ,  participating in a community that uses 

the language. Only there can we learn by trial ,  and frequently 

error, how to express ourselves effectively in ordinary language.

This learning process begins in infancy and serves as the 

foundation for all other learning that takes place subsequently. 

Our language plays a formative role in how we understand our 

lives. Knowing cannot be separated from communicating. Nor can 

language be separated from knowledge. We can only speak about 

that of which we have some knowledge (though we sometimes try to
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go beyond this limit in hopes of impressing others).

1.322 NL is highly personalized, localized

Thus, each person's use of language is necessarily different 

in that it reflects a unique history. Each speaker's version of 

the language is individualized, both through the selection of 

idioms and allusions he or she uses and through the range of 

issues he or she w ill  entertain. One individual is not in a 

position to specify how to interpret all use of the language he 

or she speaks because that language admits a broader range of 

experience than any one person can understand, not to mention 

explain.

1.323 NL operates subconsciously

Even if  we tried to set out how we go about interpeting 

ordinary language, we would face the serious obstacle that many 

or most of the processes involved are so w e l l  learned by 

adulthood as to be automatic and unconscious. It is difficult to 

say how one does something which occurs below the level of 

conscious thought. -The error of the formalist model here is that 

it treats language as though it were some logical enterprise we 

pay attention to in its own right. Instead, language for us is 

generally a silent partner, requiring our conscious attention 

only on occasions, when we must 'search for words' or when 

language becomes our professional concern, as in the case of 

writers, editors, teachers, or linguists.

This points out a further distinction of ordinary language 

from formal language: only formal languages exist as the result
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of a n a ly tic  thought, are planned and debated , or serve 

exclusively scientific and scholarly functions. Natural language 

is none of these. It arose without anyone having designed it 

explicitly ;  it does not originate in an analytic study of a 

subject; and it remains normally part of a context that is 

outside of academia: daily life.

All of these distinctions set off ordinary language from 

formal language and argue against any suggestion that the two 

have the same structure. The differences are too large to leave 

room for us to expect a similar way of operation.

1.33 NL can tolerate what formal systems cannot

An important advantage of NL over formal languages lies in 

its capacities to embrace what formal languages cannot, such as 

ambiguity and paradox. In a formal system this is excluded; 

formulations that admit either of these are thereby disqualified. 

But in natural language there is more flexibility; it is possible 

to discuss statements that are paradoxical, for example.

A convinced formalist might question the value of being able 

to do this, and claim that this feature of ordinary language is a 

disability .  At various times philosophers have sprung up who 

actually proposed that ordinary language would be better if it 

were more like formal systems on this point.^

But this fails  to appreciate the real value of paradoxical 

expression. There is legitimate philosophical interest in 

possible formulations of actual logical paradoxes. But besides 

this, there is the fact that paradox can arise from variations in 

how a term is used in two apparently conflicting expressions,
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forcing us to look more closely at what we mean by the term.

Perhaps we ourselves have paradoxical attitudes; hearing a

concise statement of the contradictory conclusions is a useful

means of self-reflectionJ ®

Self-reflection is itself  another important capacity of

ordinary language. It is quite permissible for natural language

to refer to itself  and discuss its own conditions. Formal

languages into which self-reference are admitted are apt to lose

their prized quality of strict consistency .^  Any formal

language occurs only in the setting of a larger 'meta-language'

which cannot be embraced inside the formalism. There are always

questions that the formal system cannot answer but which can be

1 9
settled in the meta-language.

F in a l ly ,  natural  language is suited to s itu a t io n s  of 

incomplete knowledge. We have the ability to interpret a part of 

a discourse even where part of the message is obscured or 

misunderstood. Again, formal approaches to language do not 

provide any mechanisms by which to proceed without exact 

specifications of each item required.^

I would even say that interpreting spoken language typically 

needs exactly this 'fault-tolerant' capacity. We use sounds over 

and over in numerous different words; we are dependent on the 

semantic level of interpretation to complete the work which 

cannot be finished by simple recognition of certain sounds.^

1 .4  General criticism of formalism

At this point I want to sum up my criticism of the formalist 

approach. The three objections I have proposed are: first, that



36

formalism chooses analysis to the exclusion of other modes of 

knowing; it suggests that non-formal means non-useful (1 .41) .  

Second, it tries to reduce semantics to syntax, i .e . ,  to treat 

understanding as a purely grammatical act (1 .42) .  Third, that 

formalism entails a biased view which favours the universal, the 

a priori, and the explicit over the particular, the a posteriori, 

and the tacit sides of human experience and knowledge (1.43).

1.41 Formalism chooses analysis over other modes of knowing

Because formal co nsiderations  are open to a n a ly t ic  

investigation while non-formal ones are less so, formalism can be 

correlated with a view we may call rationalism or logicism. This 

view suggests that only when thinking analytically are we really 

getting solid, dependable knowledge; that unanalysed ideas or 

beliefs are for the lax of mind; that knowing by intuition is an 

illusion ;  and so on. At its worst, this kind of view can 

actually imply that only logically proven statements are valid 

knowledge.

This line of thought simply posits that the other dimensions 

of human experience are not there or cannot yield any real 

knowledge. But all this really means is that the logicist 

programme does not know how to handle those other dimensions with 

its restricted set of formal tools. In reality, experiences like 

i n t u i t i o n ,  a f f e c t i v e  responses ,  ae sth e t ic  s e n s i t i v i t y ,  

connotative and poetic language, all work very effectively. We 

can respond to them without the need for formalization or 

explic it  analysis. The fact that someone else does not have a 

method by which to reduce these things to explicit propositions



37

does not provide a basis for cr it ic izin g  our response unless we 

have a prior commitment to a logicist or formalist programme.

1.42 Formalism tries to reduce language to grammar

When applied to the theory of language, formalism is 

compelled to focus on grammar, which offers some evidence of 

cooperating with the formalists' expectations of systematic 

structure. But it would be asking too much if  we expected 

natural language to exhibit a truly formal grammar that would 

allow us to parse any sentence without knowing what it was 

talking about. Yet the formalist must go on hoping to be able to 

do this, for without this the purpose of trying to discover 

formalisms is lost.

1.43 Formalism is biased

My third general criticism of formalism involves its biases 

on three related distinctions: it denigrates the particular in 

favour of the universal, the aposteriori in favour of the a 

priori,  and the tacit in favour of the explicit .  Let me expand 

on each of these in turn.

1.431 Bias in favour of universality

Formalism is biased in favour of the universal side of 

things because it can deal with universals and laws better than 

it  can with what is subject to those laws. That which is subject 

to a law and which instantiates a universal always does so in a 

particular and individual way. This makes each individual 

d ifferent  in ways which are not themselves the outcome of the 

universal involved. Stated another way, the universal does not
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determine the individual; the law does not prescribe the totality 

of the thing subject to it.

For this reason it is not possible  to predict  from a 

universal or law how individuals w ill  differ  under that law. 

Formalism focuses on the structure, the law-boundedness and 

universal properties of things. Its advocates are looking at 

universals when they look for formal properties. When they 

exclude non-formal properties from consideration, they are 

avoiding particulars and individuality.

Now there is nothing wrong with focusing on universal 

properties and abstracting them from particulars. This is 

fundamental to scientific thought and to philosophy. However, it 

is wrong to carry this the next step and endorse such an attitude 

as normal, or normative, for our overall approach to things. 

Life  is not all  universals and abstraction; there are concrete 

details to be discovered. They do not yield themselves to a 

priori reflection, but that is not a point against them. Rather 

it should indicate to us that abstraction and studying universals 

cannot tell us all there is to know about any given field.

1 .432 Bias in favour of a priori

From this follows a related criticism of formalist thought. 

Just as formalism favours universals over particulars, it also 

favours a priori knowledge over a posteriori knowledge. It would 

prefer to solve the problem of interpreting ordinary language in 

general in the laboratory before launching its pure, a priori 

systems into the cold waters of practical tests.

This would be nice if  it could be done; however, given the
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objections I am raising against there being any consistent formal 

system behind natural grammar and language formation, I would say 

it  cannot be done. It would appear the formalists' intentions 

must die on the vine — or on the proverbial drawing board, if I 

may change metaphors in mid-stream.

1.433 Bias in favour of explicitness

The third point on which formalism is biased is in favour of 

explicit knowledge over its opposite part, a realm that Polanyi 

refers to as 'the tacit d im e n s io n . '^  It is in the latter zone 

that I see most of the data required for interpreting ordinary 

language are to be found. Because most of what we rely on in 

using language remains unstated, there is no hope in heaven of 

working out the meaning using only what is set out explicitly — 

and in a formal way at that!

The vast network of interconnecting ideas and experiences on 

which we draw in communicating with one another is not even 

hinted at by the formal approach to language. The fact is, 

formalisms would be at a loss even to begin to codify this vast 

web of mostly sub-conscious knowledge. Because the task is 

inconceivably large, formalists tend simply to ignore it or make 

it out to be unnecessary.

This last point on the complexity of human 'tacit' knowledge 

is one I w ill  return to in discussing what would be needed in 

order for a computer to process discourses couched in ordinary 

languages instead of formal ones. For now, suffice it to say 

that tacit knowledge is the most vital link between people 

communicating in any language.
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We can say only so much in the time we have. In a sense, 

the most important decision in using language is what not to say. 

The assumptions on which we rely are in a way coextensive with 

the entire body of our knowledge; trying to spell out everything  

underlying what we actually put into words would overwhelm the 

limited channels available to us. Not only that, it would 

dissipate in an infinite regress: every step in the accounting of 

what underlay one statement would itself require another unending 

series of clarifications and stipulations. What account could we 

give of the basis on which we give account of everything else?

From this I hope it can be seen that communication cannot 

proceed ex nihilo, with the requirement that everything be stated 

explicitly .  A speaker must be able to assume the listener 

already  understands many things .  Nor can a channel of 

communication with a human level of meaning and understanding be 

established with one participant operating out of total ignorance 

of the 'tacit dimension.' Language use in the human sense is not 

possible apart from this shared background of basic knowledge. 

But formalism  is incapable  of provid ing  such a basis  for 

communication; it has no entry into the tacit world at all if it 

accepts only explicit formulations.
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T W O :  SEARLE ON LANGUAGE AND COMPUTING 

2.1 Specific issue: Searle on language and computing

In the following sections I bring my discussion to the more 

specific topic I want to address. In an article from 1980 

entitled "Minds, Brains, and Programs,"^ philosopher John R. 

Searle asks

What psychological and philosophical significance 
should we attach to recent e f fo rts  at computer 
simulation of human cognitive capacities?2

In this chapter I give a summary of the answer Searle gives; in

Chapter Three I proceed to crit ic ize  that answer. The summary

w il l  be fairly  brief ;  I strive to reserve the anaysis and

criticism of Searle's views until Chapter Three.

To answer the question cited above, Searle presents a

'thought experiment' aimed at showing that computers should not

be said to understand natural language even if  they provide

responses that appear to do so.

He presents his discussion as a case against the claims of

the a r t i f ic ia l  intelligence movement ( 'AI' for short). In

particular he is critical  of the view he calls 'strong' AI in

contrast to 'weak' or 'cautious' AI.^ The latter position claims

only use the computer as a tool allowing precise testing of

hypotheses about the workings of the human mind. But the

stronger view, which he is most intent on rebutting, holds that
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. . . the computer is not merely a tool in the study 
of the mind; rather, the appropriately programmed 
computer really is a mind, in the sense that computers 
given the right programs can be literally  said to 
understand and have other cognitive states.4

For psychological theory, this would mean that computer

simulations of mental functions are not "mere tools that enable

us to test psychological explanations; rather, the programs are

themselves the explanations."^

2 .2  The Chinese room

2.21 Searle's account of the Chinese room

In this article Searle sets out his argument on the basis of 

this thought experiment: there is a person inside a certain room. 

The person is a native speaker of (say) English. In the room are 

some cards with squiggly lines on them; also there are some 

written instructions in the person's native language on what to 

do with these cards. The instructions tell the person, in 

effect , how to take notes slipped into the room containing 

certain squiggles and from them to respond with other squiggles 

which are to be slipped back out. Someone outside the room is 

writing notes which, it turns out, are questions couched in the 

Chinese language. The person inside, however, is unaware of this 

contingency; to her, the squiggles are simply ’uninterpreted 

symbols' on which she performs only 'formal' operations.

I have set off two expressions in the previous sentence 

because they are pivotal to Searle's argument and because I have 

d i ff icu lty  accepting them as they stand. On this point I shall 

say more later. For now, suffice it to say that Searle uses this 

last point in the story to lead to his conclusion, viz . ,  that
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understanding a language or a use of language is not conceptually 

the same as simply acting on the symbols in which the language is 

couched formally. The thought experiment is intended to show 

that operating formally is not the same as interpreting or 

understanding.

So far ,  this  is f in e ,  and I am w ith  Searle  on that 

conclusion. Formal operations are indeed not in themselves equal 

to the meaning of 'interpret' nor of 'understand' as these terms 

are applied to human use of language. It is not a matter of 

applying such terms in an extended, figurative sense when 

speaking of the formal processes. Searle correctly insists that 

in their original sense of human personal comprehension, these 

terms do not apply to processes which fa il  to take account of the 

meaning of the language. Formal processes that look at symbols 

externally, at their arrangements and order but not at what 

people mean by them are not processes that I want to call 

' interpretation.'

2 .22  Relation of Chinese room to a computer

Searle connects this conclusion with the statement that 

computers are like the room and its system of cards and 

instructions. The person outside is like a computer user, while 

the person inside plays the role of the microprocessor following 

the instructions. The room (the computer) operates in a purely 

formal way on the symbols; the person inside is not aware of 

what is being said. The rules (the program) are doing all the 

work; the clerk is not able to help them carry out their function 

by seeing what the squiggly lines stand for. Yet to the Chinese
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speaker outside, the room gives the appearance of understanding, 

since it does answer the questions in a satisfactory way.

Here is the point ,  for S e a r le :  we can see an obvious 

difference between following a set of rules operating on symbols 

we do not understand, as the clerk inside the room does, and 

actually speaking a language we do understand. When we converse, 

we do not need to refer consciously to the rules of our own 

languages; furthermore, much of the way we decide what to say 

within a discourse involves having ideas about the topic of the 

discourse. We can answer questions because we have beliefs ,  

experiences, intentions, and the like -- what Searle calls 

'intentional states.'

In contrast to this, the Chinese room and the system of 

cards and rules within seems like a pretty impersonal mechanism. 

Even though it requires a human clerk to operate it, the clerk is 

not the party responding to the messages in Chinese, since she 

does not even realize what they are. Searle has chosen to set 

the image up in this way for a reason: we can empathise with the 

clerk as a person, but not with the book of rules as an inanimate 

object. We see that being a book of rules is not what being a 

person is about. So we have a reason to differentiate between a 

computer that answers questions and a person that does this (and 

much more) based on personal involvement.

In effect , Searle is giving a model for thinking about how 

computers work: like the Chinese room, they can take 'squiggles' 

in, and they can put more 'squiggles' out. But, like the room, a 

computer is not aware of the meaning of the symbols. It simply 

follows a set of rules — its program — to produce the answers.
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To the observer outside  the room in S e a r le 's  image, 

especially one not privy to the contents of the room, this 

distinction might not be so obvious. The answers coming out of 

the room seem to be intelligent and correct. But the impression 

that there is a person giving the answers would be mistaken 

(apart from the presence of a clerk, who after all does not know 

what is happeningl). It is merely a well-designed set of rules, 

a program operating purely formally, that is producing the 

responses.

This example seems to get right to the root of the issue of 

how computers and humans differ. It is possible to be misled by 

the responses from the Chinese room, as by those of a computer, 

if one does not know how it operates internally. To Searle, what 

we do know about the inner workings tells us that there must be a 

difference: whatever a computer may do, it cannot go beyond its 

purely formal operations and attain intentional states.

We could compare this to the Turing test: the Chinese 

speaker outside is the tester, while the room with its system of 

cards and instructions is one of the unseen contenders. Although 

there is no second, human competitor in Searle’s story (a real 

Chinese speaker in a second room giving human replies),  the 

comparison is st ill  pertinent. The question-answering room is 

very similar to one contestant in a Turing test: its inner 

workings isolated from the tester's inspection, accessible only 

by question and answer, yet conceivably still having the ability 

to persuade the tester that there is intelligence behind the 

answers being given.
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While these correlations are not made fully explicit  by 

Searle, their intent is clear enough. Searle says of one variant 

of his example in which the rules of Chinese have been memorized 

(though s t i l l  not understood as anything beyond formal 

operations):

. . . one of the points at issue is the adequacy of 
the Turing test. The example [of memorizing the 
rules] shows that there could be two "systems,"
[within one person] both of which pass the Turing 
test, but only one of which understands; . . .  6

The analogy, furthermore ,  between S e a r le 's  thought 

experiment and the Turing test is a consistent one and seems 

valid on its face. A computer is indeed rather like a room with 

a 'person' inside following a book of instructions to take 

symbols in through one slot and pass more symbols out through 

another. And the homunculus -- the tiny 'person* within -- is 

not endowed with 'intuition' or called upon to exercise judgment 

in following the rules. Anything the instructions call for will 

be carried out, while anything not set out explicitly  is not 

going to be f i l l e d  in by the homunculus. Only what the 

instructions say to do will take place.

2 .23  Some unfortunate implications of Searle's approach

But there is a fly in the ointment. Look at what Searle 

asks us to believe about this analogy: the person in the room is 

supposed to be running the system in a completely formal way, yet 

the Chinese speaker outside receives intelligent answers to any 

questions he may choose to write and slip inside. Searle has 

built his comparison on the assumption that the 'computer' is so 

well 'programmed' that it speaks fluent Chinese 1
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The problem with this facet of the analogy is apparent: 

Searle is not arguing that a computer could never be fluent in a 

human language. Though his attitudes would lead us to believe he 

would say something like this, in fact he says the opposite. In 

h is  model, the 'computer' -- i . e . ,  the room -- is g iv in g  

intelligent answers to questions of unrestricted scope!^ Yet 

Searle goes on saying the method being used is 'purely formal';  

and th u s ,  that  there  can be no 'u n d e r s t a n d i n g '  or 

'interpretation' taking place.

But if  this is so, how is the room generating  these 

intelligent answers? This is a mystery to me, given Searle's 

other stated convictions. He seems to be saying that computers 

could answer all sorts of questions correctly and with answers we 

would call 'intelligent '  if a human gave them; yet the computer 

would st ill  not have 'interpreted' or 'understood' the question 

even so. The meaning of 'interpreting' and 'understanding' is 

slipping now, but in the opposite direction from that which 

Searle was worried it would. Now, there is no way to tell from 

the answers whether our respondent is showing 'understanding' or 

is merely displaying an elegant formal method, a clever sham.
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T H R E E :  ANALYSIS OF SEARLE'S ARGUMENT

3 .0  Analysis of Searl e 's argument

Having set out in the previous section what I believe Searle 

is saying I w il l  now proceed with my analysis of his position. 

In section  3.1 I try to restate  his argument behind the 

conclusions he draws. In section 3.2 I show why such a line of 

reasoning is not defensible. In section 3.3 I ask whether the 

conclusion Searle tries to defend is in fact defensible.

3.1 Restatement of Searle*s argument

In this section I propose my own explication of what Searle 

is saying in the 'Chinese room' analogy, by way of conclusions 

drawn and arguments adduced for these conclusions. I want first 

to consider the general aim behind Searle's writing (3.11), then 

the actual case he makes (3.12).

3.11 Searle's intent: to show computers do not 'understand'

The basic intention of Searle's essay is to reject the claim 

he attributes to 'strong' AI that computers can be said to 

'understand' language in a significant  sense. For Searle, this 

term is simply not applicable to any function that relies on 

formal processes exclusively. The same can be said of the term 

'interpret. '  As I stated above, this poses no problem if we 

accept  that computer programs and formal processes are 

coextensive. Later I w ill  give my reasons for rejecting this 

assumption. Here I am concerned rather with how Searle sees this
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question in his essay.

A secondary aspect of Searle's intent is to distinguish 

human uses of language from computer uses that might appear 

similar. He is concerned to show why we can be sure that the 

similarities are not substantial but only superficial. He tries 

to show that the outward results depend on different internal 

processes and conditions. In particular, a person but not a 

machine can have 'intentional states.' Understanding is one of 

these states.

3.12 Searle's case: a first construction

Here is how I see S e a r le 's  basic  argument for h is  

conclusion. The person inside the room doesn't understand 

Chinese, nor even realize that this is Chinese she is reading and 

w r i t i n g  on the s l i p s  of  p a p e r .  A l t h o u g h  c a p a b le  of 

understanding, she does not happen to be applying that ability in 

this case. Instead, the job is done by rote, mechanically, based 

on a formal view of the symbols as patterns to be matched with 

those in the sets of cards according to the instructions.

But the person outside might infer otherwise. He is writing 

down questions for the person inside to answer on the basis of 

what he or she knows about whatever the question addresses. This 

knowledge must be apparent to the questioner. The inference he 

wants to make is that there is someone inside the room who is 

fluent in Chinese as he is.

But, Searle's argument insists ,  this conclusion would be 

mistaken. The person inside is, by hypothesis, unaware of the 

significance of any of the symbols. The method she employs does
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not require any interpretation of the symbols. The whole job can 

be done formally.^

Thus, concludes Searle, computers that take human language 

in and put out more language in apparently meaningful ways are 

still not interpreting or understanding that language. They are 

merely operating on uninterpreted symbols by purely formal 

operations. A machine cannot reach the level of conscious 

thought and understanding at which humans operate. It cannot 

possess intentional states.

One implication of this which Searle does not bring out is 

that understanding  is in fact  unnecessary  for the use of 

language. Although humans have something computers do not, the 

capacities required for language use are not that something. 

Computers can apparently do just as well as humans in speaking 

and responding to ordinary language. Their only limitation is 

that they do not understand the language when they do so.

But could this really be what Searle intended? It follows 

quite directly from what he has said; yet it seems an intolerable 

consequence. How could Searle have meant his experiment to prove 

that computers can do everything humans can in speaking natural 

languages l ike  E nglish  and Chinese -- everything  except 

'interpret' them and 'understand' them, that is, yet without 

be ing  any the worse for m issing  these human q u a l i t i e s ,  

practically speaking. For by Searle's own admission, the Chinese 

speaker outside receives meaningful replies; the 'computer' 

answers the questions even without having understood them. This 

special quality we humans possess in distinction from computers
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is of l ittle  use to us, evidently, at least as far as language 

use is concerned.

It is as though Searle wants us to reserve this special 

property for ourselves, yet without any visible basis for doing 

so. We just know we understand, but needn't extend the term to 

computers which use purely formal means (we insist) no matter 

what clever answers they may give to our natural language 

questions.

But if the only difference between humans and computers is 

these entirely intangible 'intentional states,' and if, besides, 

these states are superfluous to the effective use of language, 

what is left of the distinction? By assuming that ordinary 

language can actually be managed by a purely formal system, 

Searle is left  saying that such language ability  doesn't matter 

at all . It proves nothing. But then it is also not useful for 

saying that people understand anything.

Why give so much ground? Why does Searle not instead claim 

that natural language cannot be addressed by solely formal

o
means? Then there would nothing to trouble himself about. 

Computers w il l  not master ordinary language so long as strict 

formalism is adhered to.

However, there is a new problem if  it is allowed that 

computers might go beyond formalism.

3.2 Objections to Searle's argument

I have so far put words into Searle's mouth which he might 

not have intended at all ,  and indeed words to which he might 

strenuously object. I do not wish to take shots at a straw man
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of my own construction; yet I do not see how to extract Searle 

from the dilemma I have posed. I can find no consistent reading 

to give to the story of the Chinese room. Searle would have to 

be attacking formalism by agreeing with it for his account to 

make sense.

Let me now look at some of the exceptions one might take to 

Searle's account in order to see if  there is a point earlier on 

at which the difficulty  can be averted. Perhaps this w il l  

require some revision of Searle's assumptions. Ideally those 

assumptions w ill  at least become more clearly visible  in the 

course of my analysis.

3.21 Initial doubts about the Chinese room

First, I could mention any number of doubtful points about 

the analogy as formulated in Searle's argument. This is not to 

say that analogies ought to be bullet-proof parallelisms — far 

from it. But perhaps something will appear which tells upon the 

specific objection I have sketched out above.

My first hesitation about the Chinese room is one of scale: 

there must be a lot of cards and rules! By a lot, I mean more 

than one person could even sort through in an afternoon to find 

help answering one single question. It is as though Searle 

expects the busy clerk within to be a librarian of superhuman 

efficiency. Remember: this deck of cards covers (evidently) the 

entire working vocabulary of a fluent speaker of Chinese, and is 

capable of producing full sentences, well-formed, that are (most 

of all )  relevant answers to the questions fed in! How many rules 

are needed to prescribe how to reply to any question that might
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come up about a given story?

But ignoring the practical limitation, we may still accept 

the image of a person using these rules and cards to respond to 

uninterpreted slips of paper passed in through a narrow s l it .  

The point, as Searle sees it, is not how many rules there are, 

but that the rules take the place of actually reading the slips 

as anything more than squiggles. However,I suspect there is 

s t i l l  some mileage left to this objection. The theory of 

computability sets an upper limit on how complex a task can be

Q
carried out in this manner. In any case, Searle has done 

nothing to show that such a cumbersome approach would be 

effectively computable as described.^

Yet Searle even lets the person memorize the entire system 

of rules. In order to make h i s p o i n t  the more forcefully, he 

takes his analogy to even greater lengths. The clerk is now able 

to take the show on the road, to get by without referring back to 

the instructions any more. She comes outside and meets the 

questioner face to face. We may leave aside that this requires a 

shift  from written to spoken language; the point is the same, I 

would venture. A few extra formal rules would suffice to 

translate from uninterpreted written squiggles to further equally 

uninterpreted vocalizations. A portable machine can be provided 

to pronounce the sounds in response to typed commands (squiggles, 

in this case) if that suits the image better; such machines have 

already been constructed. To complete the deception, the sounds 

could be fed to the clerk via a tiny earphone.

But how easy  is it  to s w a l l o w  t h is  added  b i t  of 

philosophical stew? Now the clerk is able to manage from memory
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a system that is complex enough to stand in for a native speaker; 

this is all  done by rote, and all on top of the person's own 

'understanding' involvement with her own language and the world. 

Now, people are indeed capable of learning quite complex systems, 

even by rote if necessary, but there is something rather uncanny 

about the notion of memorizing an entire language without knowing 

what a single word means.

Indeed, this 'outdoors' version of the Chinese room -- with 

the room itself  now left behind as the clerk comes out to meet 

the questioner armed with a battery of rules and symbols learned 

by heart — is perhaps the worst gaffe of Searle's essay. It is 

quite incredible. I find Searle implying that there is enough 

spare capacity in any person's brain (or mind, you may take your 

pick) to contain another complete person's worth of information. 

It  seems the clerk in the 'outdoors '  version  is a kind of 

schizophrenic genius. The English speaker is unaware of what the 

Chinese speaker is saying, except as a system of uninterpreted 

symbols following purely formal rules. All  the symptoms of 

schizophrenia are present, except perhaps that the Chinese 

personality would not represent a detached part of the English 

speaker's original psyche.

Another way the same result could come about would be if the 

English speaker had been hypnotised and taught Chinese under 

hypnosis. The training would be rounded out with a strong post

hypnotic suggestion to the English speaker not to remember any of 

the hypnotism. Such a person would also answer questions in 

Chinese while claiming not to have actually understood a word of
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what was said either by the questioner or by her own voice.

This suggests a rejoinder to Searle's reasoning: instead of 

persisting in agreeing with the English speaker's claim not to 

understand Chinese, wouldn't our first reaction be to doubt this 

claim? Couldn't we say of the subject in my hypnotism variant 

that she is mistaken in claiming not to understand? It is only 

the post-hypnotic suggestion which imposes this need to deny 

having understood. Another session on the couch with a dangling 

watch could remove the suggestion and release a single fully 

bilingual speaker.

Could the same be said of Searle's clerk in his 'outdoors' 

version of the thought experiment? There is a difference, but it 

is really quite small. The knowledge of Chinese possessed by the 

clerk is untapped knowledge; yet it must bear quite a close 

resemblance to how normal speakers hold their knowledge of 

language. So much of what we know implicitly of our own grammar 

would lie just below the surface of the complex of rules the 

outdoor clerk was following. Offer the smallest hint of how the 

'meaningless' symbols relate to the familiar world they in fact 

refer to, and the clerk will be able to make all the connections 

spontaneously; indeed w il l  be unable to resist making such 

connections.

The human mind is rightly averse to complicated tangles of 

information which bear no visible relation to anything we know 

already. It is simply much easier and much more efficient  to 

store new knowledge by referring it to old knowledge. This is 

evident in our propensity to draw analogies -- both deliberately 

and even in our subconscious processes, such as are revealed in
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the symbolism of dreams. Additionally, we are not generally able 

to avoid analogies that are present between new knowledge and 

old; too much of our search for such connections is subconscious 

for us to either help or hinder it that greatly by conscious 

effort.

But if this is so then how likely would Searle's clerk be to 

get through the required memorization without acquiring at least 

a suspicion of what was going on (allowing that she could get 

through it at a l l )?  Perhaps the clerk  is a p a r t ic u l a r l y  

unreflective and obedient clerk; having once been told to follow 

the rules and process the uninterpreted symbols, the possibility 

that anything else was going on might never come to mind. So 

conceivably Searle could still have his outdoors clerk with the 

whole system memorized yet entirely innocent of its real 

significance.

But suppose we look at this situation from the questioner's 

point of view:

"Here I am writing these questions on slips of paper and 

g e tt in g  these in tr ig u in g  answers back from some amateur 

calligrapher in a room built by a philosopher. Fine. Only now, 

the person inside has come out to meet me. Now, freed of the 

delays of sliding messages through a slit ,  I address further 

questions (the philosopher says this can even be done orally, if 

I so request).

"So after interviewing the clerk face to face I see she is a 

fluent Chinese speaker (although saddled with a clumsy hearing- 

a i d / t y p e w r i t e r  for some re ason ) .  Seeing  that she is of
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occidental extraction I refer to my western languages phrase book 

to inquire where she learned to speak Chinese so well. Yet 

having e s ta b lish e d  communication in E n gl is h ,  w ith  some 

difficulty ,  I find that she makes an inscrutable claim in 

English. If  my phrase book is correct, she has said she knows no 

Chinese at all and is glad I have a little  English and a good 

phrase book to help us. Then, she asks me what the meaning is of 

all  the sounds we have beem making up to now. Hmph!

"What kind of philosopher must this Prof. Searle be? I ask 

myself. I begin to regret having volunteered to be in this 

thought experiment. He presents me with a clerk who is either a 

liar  or a badly confused victim of his philosophy. For it is 

clear to me that she does indeed understand my Chinese much 

better than I do her English. We speak so freely in Chinese. Yet 

she talks of this in English as though it were a meaningless 

exercise required by the philosopher. She is a very mixed up 

person, I am afraid."

This is how I suspect the Chinese questioner would react if 

faced with this strange occurence. How else could he respond? 

The claim that all this Chinese conversation is taking place in a 

vacuum as far as the clerk is concerned is too uncanny. How 

could someone respond coherently  to questions  without  

understanding them? Nor is it a matter of clever imitation; the 

questions are free to range over any subject. The clerk is not 

protected in any way from difficult or revealing questions.

I cannot avoid wondering what answer the formal rules would 

prescribe to these questions:

"Are you answering all these Chinese questions by
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following a system of formal operations on uninterpreted 
symbols?"

"In English you say you do not understand this Chinese 
line of questioning. What about the reverse? Can you 
tell me in Chinese what we have been saying in English?"

It is not clear that these questions are that deviant. Either of 

them might well occur to the Chinese questioner (even without any 

e x p l i c i t  knowledge of how self- reference  a f fec ts  formal 

systems).

The puzzle in all  of this is simply the supposition that a 

person could be found to speak fluently in both English and 

Chinese, and yet claim to understand only in English. What sense 

could we make of such a claim? Yet this is exactly what Searle 

claims, in effect.

3.22  Questions about Searle's position

I must leave this battle of the examples to discuss their 

implications for Searle’ s theory of understanding and of how 

computers and humans differ .  I have several questions about 

Searle's position that arise from this: what does it mean to say 

the person 'understands' English beyond what the person, with or 

without the room, does in Chinese? (3.221) What does it mean to 

say the rules the person follows are 'purely formal'? (3.222) 

What might 'formal' here mean for Searle? (3.223 and 3.224) What 

does Searle mean by 'uninterpreted'? (3.225) Finally, what would 

it mean if a computer could in fact speak this well? (3.226)

3.221 What does it mean to say the person understands 
English beyond what the room does in Chinese?

I have been unable to discern what Searle wanted to say in



59

stressing the difference between how the room answers questions 

in Chinese and how a person does so. He says simply that the 

room does not understand what has been said. This is meant to be 

an intuitive judgment we can all share.

But what exactly is the difference supposed to be? The room 

is allowed to excel at answering questions intelligently ,  it 

would seem, but is not allowed to understand while it is doing 

so. Yet what else is missing, given that the room does show all 

the signs of having grasped the point of the questions? Searle 

cannot tell us beyond the bald assertion that it does not 

understand. This is supposed to follow from the fact that the 

clerk does not understand what the symbols say.

What distinctions can we admit between the clerk's status as 

inner executor of the 'program' the room embodies and the status 

of the program itself? Could we not arrive at a distinction such 

as that computers as 'hardware' do not understand everything 

their 'software' does? But Searle is unwilling to generalise the 

situation in this way. He rejects the rejoinder from what he has 

called the 'Systems, Reply,' viz. that the unit which understands 

is not the clerk inside but the room as a whole -- the system 

consisting of room, cards, rules, and clerk to carry them out. I 

think this response has more merit than Searle allows. He simply 

refuses to consider whether a reserved word like 'understand' 

could apply to anything other than a human.

Let me return to the question of what Searle could mean by 

saying the room does not understand the questions it answers. 

Perhaps my greatest hesitation about Searle's answer here is that 

our own means of attributing understanding to one another relies
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on just those cues which here seem to indicate the room does 

understand. We judge a person to have understood what we have 

said when they perform as well  as Searle allows that the room 

performs. So if Searle did not know ahead of time that I happen 

to be a human, how could I convince him otherwise? Say I 

telephoned him about my criticisms of his essay. But in calling 

I found I was limited to a channel which did not reveal whether I 

was human or machine -- perhaps I logged on to the same 

information service as Searle was using that night; or perhaps I 

spoke to him with a synthetic voice because I had a speech 

impediment.

In this case, suppose Searle at first mistook me for an 

'intelligent '  (he might refuse a literal  use of this term as 

well)  philosophical machine. (Sensationalised stories about 

these had been plastered across the magazines he read that week.) 

I could answer his questions about my criticisms until dawn, yet 

perhaps never give him any satisfaction that I was not a machine.

I say this only half in jest; of course Searle might see the 

human quality of my replies -- such as their fa l l ib i l i t y .  But 

his own position does not allow him to concede that I have 

understood his paper or his questions about it until he has seen 

my body producing the replies he hears.^ Otherwise, what sets me 

apart  from the Chinese room, (a s id e  from the choice of 

languages)? Nothing that Searle has indicated concretely.^

What my objection amounts to is this: Searle rejects the 

T u r in g  test  as a c r it e r io n  for someone/some thing having 

understood language use. Yet he provides no substitute other
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than knowing ahead of time that the respondent is in fact human. 

So Searle has presented no means to d i s t in g u is h  human 

understanding from 'purely formal' responses that could satisfy 

even himself.

3.222 What could it  mean to say the rules the Chinese room 
follows are 'purely formal'?

This brings me to my next question. It is central to 

Searle's doctrine of computers that they follow only 'purely 

formal' rules which are by that very fact inadequate for use in 

understanding non-formal language. The Chinese room consists 

only of such 'purely formal' rules (along with objects on which 

the rules operate, which can also be treated in a purely formal 

way). So the room does not have any edge over computers. If  we 

agree with Searle that the room does not understand, then we must 

accept that computers can do no better; given Searle's view that 

computer programs are always made of formal operations only, 

there is no other conclusion to be drawn.

Nor is this inference implausible on first  view. It seems 

convincing to say that purely formal operations on language are 

really different in their effect from an understanding of the 

content of the language. This is not problematic. However, 

Searle never really defends his assumption that computers are 

restricted to 'purely formal' operations. He does little  to 

indicate exactly what differentiates this kind of operation from 

more flexible and intelligent attitudes. Nor does his essay show 

why computers could not ever be programmed to include these more 

e f f e c t i v e  means. It  is not enough to say that current 

programming is based on formalism; programmers might learn to
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Q
operate differently in the future.

3 .223 What might ’formal' here mean for Searle?

The key question here is what the term 'formal' should be 

taken to mean. Does Searle intend it as characterising methods 

that are purely syntactic, without approaching the semantic 

level? Does he perhaps mean an attitude which pumps sentences in 

and out without believing or reflecting on them, a judgment-free 

mode of operation? Does he rather mean that formal operations 

act on symbols in an uninterpreted way, that is, without relating 

them to the things they symbolise?^

In this third case, 'fo rm al '  may f i t  better  w ith  its  

derivation from 'form;' the formal operations must look at the 

form or shape of the expression containing the symbols since the 

symbols themselves have no further meaning.

This third case also fits  in with other indications Searle 

gives: the stress he places on the symbols being 'uninterpreted,' 

for example. Similarly, the reading as 'purely syntactic' fits  

in with Searle's apparent intentions. Reading 'formal' as 

'judgment-free' fits  better with Searle's emphasis on the 

intentionality of human speakers and hearers.

3.224 These are distinct notions; not all are helpful

Whichever of these three readings (or all three) should be 

adopted, the point I wish to make is that they are not all the 

same idea in different garb. Although related, they are distinct 

notions. Additionally, they are not all  equally useful in this 

context.



S e a r l e  seems to fav o u r  the a s p e c t  of f o r m a l  as 

'uninterpreted'; he seems captivated by the fact that humans can 

carry out operations they do not understand, even though it turns 

out these questions are indeed significant .  Our use of formal 

systems such as algebra are rarely quite like this, however; 

usually we have an interpretation in mind when we launch into the 

rule-bound operations we choose to follow. The formalism serves 

to guide our th ink ing  on s t r i c t e r  l in es  than i n t u i t i v e  

intelligence would tend to choose. This is a sound method: 

having seen already that the problem requires it, we apply a 

formalism in service of our (quite intelligent, interpreted) 

understanding of the issues.

I would say a better case exists for the idea that computer 

operations are 'formal1 in the sense of 'judgm ent- free . '^  

Specifically, all the criteria which we wish a computer to apply 

must be provided explicitly .  In programming, we cannot just 

allude to what we mean and expect a computer to follow our drift 

by drawing on similar life experience.^

In general, Searle falls short on these points by neglecting 

the distinction between tacit and explicit knowledge. What makes 

ordinary language so intractable to formal systems is largely its 

reliance on huge amounts of background knowledge we all share -- 

but which computers, so far, do not. It is the inability of 

formal methods to cope with this preponderance of tacit factors 

in communication that finally  does them in. Any approach to 

language which is to succeed in the general case — i.e., outside 

of the shelter of any formal restrictions or narrowing of 

permissible topics -- must first  come to terms with the human
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propensity to take worlds of details for granted when using 

1 2
language.

3.225 What does Searle mean by 'uninterpreted?'

Another question which I would pose to Searle concerns his 

use of the term 'uninterpreted.' Again, this is meant to be an 

application we can all accept as simply intuitive. But I cannot 

share Searle's intuitions on this point. Is the faculty of 

interpreting simply an occult phenomenon? What concretely is 

there to show that a person who has interpreted some language use 

is doing something that transcends all method and structure? It 

is not enough to say that we can find no method by which to do 

this; we may later discover a method -- if  there is a structure 

or order in the process.

I do not mean to suggest that 'interpret' is a meaningless 

word. Far from it! Our ability to interpret symbols rather than 

just react to them (e.g. by salivating, a la Pavlov) is certainly 

one of our unique ab il it ies .  But why should we say that this 

ability  is totally inexplicable? Could we not imagine that a 

computer could also connect different symbols each with an 

appropriate range of meanings, so that it could respond to those 

symbols in a way that takes into account what they actually

I O
mean?'-’ I have been stressing that this is a difficult job. But 

is it also an impossible o n e ? ^  Searle seems to think it is like 

making a rock able to digest food.

3 .226  What if  a computer could speak this well?

Granted that there may be o b je c t io n s  to the idea of
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computers understanding, interpreting, and operating non- 

formally, what would we want to say if  a computer were in fact 

programmed to be able to speak as well as the Chinese room in 

Searle's example? What would we say of such a computer?

I am not sure the objections are strong enough to deny the 

application of the words Searle wants to refuse, if such an 

effective program could be achieved. It passes the Turing test; 

it shows every sign of dealing correctly with language, not only 

gram m atically  but sem antically  as w e l l .  Why not say it 

'interprets' words? It uses them correctly in its flexible  and 

un-automatic responses; it also grasps their use in any number of 

unrestricted contexts. Is this not sufficient?

Perhaps we would want to maintain some distinction between 

this level of success in interpreting language and some yet 

higher level attainable only by humans; however, it seems to me 

that a program able to do all  the things Searle allows, able to 

pass the Turing test, has crossed over the line on the basic 

meaning of terms like 'interpret' and certainly does not use 

language in a 'purely formal' way if that implies some great 

deficiency. If the debate is merely over whether a program this 

effective  could indeed operate 'purely formally,' then the 

philosophical interest is mostly lost. Searle might be able to 

have his cake, in this case, but not to eat it too. He could no 

longer insist that formal operations exclude a system from having 

an ability to interpret. I suspect this demands an answer to the 

question of different levels: can a system be purely formal at 

one level yet surpass this limitation at a higher level of 

organization? I will return to this question later.
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So I am arriving at a proposal for how to read the term 

'interpret' in this setting: if a computer or other system can 

take ordinary language as an input and can in the general case 

respond in a tolerable amount of time in similarly natural 

language, then we may as w e l l  a llow  that the system has 

understood the words in use, and more generally the language used 

overall. To go on denying this is rather rigid.

But to give Searle his due I should go on to say that there 

is still some difference between this degree of understanding and 

the full  measure of the word in its original use referring to 

people. I w il l  have more to say about the specifics of this 

difference below. My point here is that extending the scope of 

this  term to include some computers (or some programs) 

constitutes not a literal identity but an analogy. It is not 

that the term is being used more 'loosely;' analogy is itself an 

indispensible part of normal, appropriate, 'natural' usage (and 

thus something a Turing-test-passing computer should itself be 

able to interpret!).

3 .3  Is it really possible to pass the Turing test 
by following purely formal rules?

The next question that naturally arises from my discussion 

above is whether it would in fact be possible for any computer or 

any other system to pass the Turing test by using only purely 

formal rules. The answer Searle commits himself to is the 

positive ,  but I am very skeptical of this. The reason Searle 

goes this direction is obvious: he must say this because he 

requires the assumption that computers always use only formal
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operations. In order to make his discussion interesting he 

chooses to give the Chinese room some significant ab il it ies  

which by analogy are also possib le  for computers. These 

abilit ies  I have characterised as adequate to pass the Turing 

test. So I have attributed to Searle the view that computers 

could pass the Turing test by formal means alone

But is this plausible? First of all , formal rules are 

typically less efficient  than the kind of inference known as 

'heuristic' — rule of thumb reasoning, so to speak. Formalisms 

typically require complete information, exact matching, and 

complete satisfaction of each criterion before any conclusions 

are yielded. This obviously falls far short of methods that give 

more room for incomplete knowledge and tentative inference; the 

only advantage of formalism is a 100% confidence rating for any 

conclusions it finally does permit.^

But natural language is a setting given more to tentative 

inferences from incomplete knowledge than to 100% certainty at 

each step. We hear the beginning of an account and must infer 

much about the context while awaiting confirmation -- or 

correction — of such guesses from later parts of the discourse. 

We may intervene with questions if  the doubts are too great at 

some point. But we certainly do not wait for the end of the 

account to begin deciding what it means. Nor do we require that 

the account itself contain all the information required to build 

up a model of what happened; rather, shared assumptions and 

common life  experiences yield much -- perhaps even most -- of 

such in fo rm a t io n .^  Clearly, interpreting an account is not 

simply a process of applying strict, 100% certain rules of
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logical deduction to the statements in the account as a set of 

' axioms. '

Nor would formalisms generally suffice ,  I would argue, to 

enable a system such as a computer to pass the Turing test. To 

answer free-ranging questions on a variety of topics would 

require first  a vast base of background information like that 

which humans draw upon constantly in conversing and interpreting 

what others say. Second, it would demand an approach to 

searching for connections relevant to the discourse other than 

just  scanning aimlessly through all the available facts; the 

knowledge would need to be organized in useful ways. The 

connections linking various bits of background knowledge would 

have to reflect an intelligent understanding of their overall 

order and meaning: how they relate to one another and to the 

world. This intelligence need not have been contributed by the 

program; it might be the collected wisdom of a human source (most 

l ik e l y  a team e f f o r t :  who would care to do this single  

handedly?).^®

This kind of 'knowledge-based' approach is becoming very 

popular in AI circles. There are already 'expert systems' which 

can converse in notable non-formal ways (nearly natural language, 

at least) about single fields. As I have stressed already, such 

systems s t i l l  do not o ffer  a so lut io n  to the problem of 

processing natural language in a full  sense, in which the topic 

of discourse is not restricted. However, they do point the way 

toward the kind of strategy that will be required if this greater 

challenge is ever to be met. I am not predicting whether anyone
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will succeed in the foreseeable future. But I am definitely not 

accepting the view that this goal is unattainble in principleJ ^
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F O U R :  TURING REVISITED 

4 .0  Turing revisited; or, what Searle should have said

Having said how I think a system could not pass the Turing 

test, it remains to say what would be a more adequate approach to 

trying to pass it. I have suggested above that it must be a 

strategy drawing on 'knowledge-based' programming as is now being 

developed. In this section I explore in more depth what kinds of 

problems must be overcome to prepare a computer to take this 

potentially gruelling examination.

4.1 How could a computer pass the Turing test?

4.11 What it must be able to do

First, let me catalog some of the abilit ies  I see the Turing 

test as requiring (and as being able to reveal). What must a 

system be able to do if  it is to pass the Turing test?

4.111 Learn and remember

First, it must,, be able to learn and to remember. This must 

happen in so-called 'real-time,' i .e . ,  even during the course of 

the test. Anything previously introduced during the discourse 

must be retained and applied in interpreting the rest of the 

interaction. Otherwise, the candidate system w ill  fa il  on the 

f ir s t  reference back to what was said earlier -- especially if 

the referring is done in a tacit way!



4.112 Use context

Second, the system would need to be able to use the context 

of the discourse in interpreting the language used. This point, 

touched on earlier, simply means that the context is essential to 

the meaning of the discourse, but is not itself  contained 

entirely in the discourse. For this reason, a system which 

restricted itself to the information contained in the discourse 

would have to fail in any Turing test.

4.113 Draw on world knowledge

Next, such a system would need to be able to draw on world 

knowledge, i.e., information about the world overall which might 

bear on what the questioner meant or wanted to know. I am not 

sure I would want the Turing test to degenerate into a kind of 

computerized trivia contest. I do think, though, that a system 

should not be allowed to pass if any of its answers displayed an 

apalling ignorance of basic 'common sense' knowledge. This is a 

formidable requirement, both because common sense is something we 

are not normally aware of, and also because it covers such a vast 

amount of knowledge.^

A system able to pass the Turing test would also need to 

exclude many interpretations allowed by considering only syntax. 

For this reason alone a formalistic method would be inadequate to 

produce a program able to pass the test. If  we had to explain 

which definition of a word we intended every time the grammatical 

structure failed  to resolve such questions, we would not be 

inclined to call the respondent intelligent in its grasp of the 

language. People know how to work such questions out from the
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context.

Context is also important in other ways. A system could 

pass the Turing test only if  it were able to supply tacit  

contextual knowledge, i.e.,  information that people take for 

granted in specific contexts and do not bother to restate. This 

is what makes it possible for people to use words which recur in 

different contexts with different meanings. The ambiguities 

caused by this tendency of all natural languages are resolved by 

the choice of context and by the rules of plausible connections 

-- what someone 'could have meant' and 'could not have meant' by 

a given usage.

4.114 Other abilities required

Other requirements a system would have to satify to pass the

Turing test include: an ability to make 'informed' responses,

i .e . ,  to display a grasp of how the world operates and how what

is being said relates to the world; to speak fluently in natural

modes of expression, including such things as idioms; to follow

the train of thought of the person speaking as well as the train

of the discussion; to be relevant (a capacity that is especially

hard to formalize); and to be pertinent, i.e., to take account of

what the other already knows and thus not keep restating the 

o
obvious.

Perhaps this last suggestion merits further elaboration. I 

think it may point to a s i g n i f i c a n t  issue not frequently  

recognized in discussions of artificial intelligence. In order 

to be pertinent, i.e., not to repeat what the listener obviously 

already knows, the candidate program would have to maintain some



sort of model of what the questioner has already heard, or must 

know already from daily life. But more than this, it would have 

to deal with what inferences such knowledge could support, and 

which of these the person could fairly  be expected to make 

spontaneously. This is an extremely subtle issue, and one which 

people themselves do not always handle too well. When we fail, 

the person subjected to our error may protest that we do not 

respect their intelligence, since we keep underestimating what 

they know or can infer. We might find it necessary to say the 

same to an artificially intelligent system; but would the system 

be sophisticated enough to heed our complaints and do better next 

time? Applause to the programmer who manages this feat!

4.12  What methods exist?

In this section I want to look briefly  at what types of 

methods currently exist to deal with each of the problems 

mentioned above. I cannot indicate how these methods operate, 

but only which ones exist and which must remain objects of 

speculation.

For the task of learning and memory, the methods required 

have been demonstrated already. Since the 1950's there have 

existed programs that can learn how to win at a game by playing 

it many times and correlating different tactics to the results 

they bring. This is not surprising; it would seem only the 

tiniest  of single-celled creatures cannot learn from their 

encounters w ith  their  environment. I understand certain  

flatworms can learn to do a maze and when cut in half, either 

half  of the worm w ill  grow back and be able to run the maze also.
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Learning and memory are a basic and in many ways a 'low-level* or 

pre-cognitive ability. The question of learning at higher levels 

of thought is basically just an extension of the same process.

A less rosy picture appears on the question of context. No 

exact definition of context has been given; no one technique 

shows promise of managing the complex processes that underly our 

use of context in interpreting language. A few theories exist on 

the subject, but no decisive demonstrations of working programs 

have been produced.^

On the issue of world knowledge, numerous methods and 

practical demonstrations have already appeared. These results 

center on the field known as 'knowledge-based' programming. The 

implication of this research is that large amounts of our tacit 

knowledge can indeed be codified and automated; that a systematic 

approach can be applied; and even that intuition has a kind of 

logic which can be simulated if not exactly restated.^

A qualification to keep in mind about knowledge-based 

programming is its tendency to focus on scientific and technical 

knowledge, rather than on such mundane but inescapable needs as 

knowing that cats have whiskers and windows have panes.

Another need requiring development of further techniques is 

that of natural language generation, of having computers produce 

th e ir  own responses in ordinary  modes of speech. While  

programmers have for some time been using full sentences in the 

pre-packaged messages written into all larger programs, this is 

not the same as providing a way for the computer to formulate its 

own replies in full sentences and in natural-sounding phrasings. 

Practical  methods in this field  are st ill  in their infancy, but
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it  does not seem to me quite as hard a task as understanding what 

others say. I f  nothing else, the program can tolerate omissions 

more readily, since the only effect  w il l  be a failure to speak in 

certain ways. When trying to understand a mode of speech which 

has not been provided for in the program, the omission would be 

much more critical. Thus, I expect natural language generation 

will be free to advance gradually and early results will be able 

to be shown in public without fear of interminable errors.

On the matter of following a train of thought, there is less 

hope. I have found no indication of any progress in this area so 

far.^ There seem to be no good leads indicating how to begin to 

approach this problem. Without this, it w il l  be d iff icult  to 

produce an artificial intelligence system that can converse in a 

really natural way. Systems w ill  tend to be abrupt or terse; 

they may tend only to respond to questions one by one, or perhaps 

to dictate their own ’ train of computation' by asking all the 

questions themselves. This is more of a 'luxury item' for 

programmers; A.I.  can go on without it, but it would st ill  be 

important to deal with it eventually.

The same pessimistic outlook would seem to apply to the 

factor of relevance. Information science (the theoretical field 

which looks at, e.g., libraries) has long sought in vain for a 

satisfactory definition of relevance. It is easier to describe 

in terms of results — the listener expresses satisfaction with 

the information given -- than in terms of any internal properties 

or relations among the data themselves. There is a lack of 

working procedures for deciding relevance without outside help.
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On the related quality of pertinence there is similarly 

l ittle  sign of progress. This factor in particular seems to me 

to be a potentially very fruitful  addition to the repetoire of 

A.I. methods. With it, a computer would be of greater benefit to 

human users since it would focus on what the person did not yet 

know which might be most h e lp fu l  in advancing his or her 

understanding of the topic under discussion.

4 .2  Are there in-principle barriers?

In this section I want to consider some of the possible 

objections to computer use of natural language either for input 

or output. I rely upon what I have said above about what makes 

natural language unlike formal systems. I look at four questions 

that one might raise against the possibility  of computers ever 

using natural language successfully. First, I ask if computers 

can be said to 'know' information (4.21);  second, whether they 

could ever 'experience' as we do (4.22); third, whether computers 

can understand people (4.23); and fourth, in relation to the 

Turing test, I ask if any system could pass this test if it 

lacked empathy (4.24).

4.21 Can computers 'know' information?

Although Searle and the transcendentalists would never 

tolerate this view, I am willing  to venture that we can apply the 

term 'know' to computers on two conditions: first, that it apply 

to knowing information, and second, that it be understood as used 

in an analogical way. I am not asking to impute bona fide 

intentional states to computers (yet); but if  I were asked if a 

certain computer 'knows' a given fact, or 'knows how' to do a
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given task, I would feel comfortable saying yes if  the required 

information were indeed available. This does not strike me as 

excessively anthropomorphic; we are simply attributing to the 

computer the ability to refer to the given information as needed. 

I like this use because it says in a brief  way that the program 

has the information available in a usable form. We can say what 

it does know and what it does not know.

4 .22 Can computers 'experience* things?

At this point, though, I draw the line. I do not see how we 

can say that computers actually experience anything. We do not 

yet have a basis for saying they are sentient or conscious in any 

meaningful sense. While there is st ill  no clear answer as to 

what consciousness is, we can know where it is absent. I suspect 

that if programmers ever do overcome the obstacles I have 

referred to, then statements such as this about consciousness 

will no longer be so easy to accept unquestioningly.^

I have said that computers are not sentient; but is this a 

l im it  in p r in c ip le ?  They can accept data in many of our 

sensory modes: sight, sound, touch, even smell. I have not 

discussed the successes and problems of the various other fields 

of research in AI in which these matters are being explored, but 

many of the same considerations apply. Could a machine take 

video camera images and look them over to decide what it sees? 

There are already some remarkable systems at work in controlled 

environments, e.g., picking a single type of part out of a random 

heap of these parts in a bin.® Soon programmers hope to 

generalize these successes to being able to look at uncontrolled
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environments and recognize most basic shapes. There is much that 

is geometrical and measurable here, compared to the vagaries of 

ordinary language.^

What would it mean if a computer system had data sensors for 

each of the sensory organs by which we experience the world? 

Would it mean the computer had experiences like our own? I think 

not, for a number of reasons. First, our senses are tied in with 

our entire biological process: dimming light makes us sleepy; 

pleasant aromas make us hungry; colours and sounds evoke various 

memories or unspecific affective responses ('1 like blue1). Also, 

sense experience for us involves tying in current experiences to 

our past history and personal background. Thus a computer with 

brand new 'eyes' and 'ears' would hardly be equipped to jump in 

and discuss chamber music or interior decorating.

The core of this objection is that computers cannot share 

our inner sensations, e.g. hunger, anxiety, fatigue, diffuse 

pleasure, 'goose bumps,' and so on. Without these the outer 

senses are not complete. Furthermore, there is no point in 

trying to create a simulation of all the inner senses, such as 

equipping the computer with a 'goose bump register' and an 

'anxiety meter' which would vary appropriately according to 

threats to the machine's well-being. Such a simulation would not 

be any advantage to the computer system -- after all ,  the big 

attraction of this technology is that it does not get tired, does 

not mind dull, repetitive tasks we would find mind-numbing, and 

will  not ask for coffee breaks or sick leave.

The differences between the scope of human sensitivity and
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that of any conceivably useful machine cannot be ignored. If  

there is no way to reproduce our entire range of sensation, and 

no real point in simulating it, then computers w il l  not see the 

world the way we see it. The prospect that they will be able to 

see it at all is quite remarkable in its own right, but does not 

quite solve the problem of natural language's dependence on 

shared life experience — including sensory experience.

4 .23  Can computers 'understand' people?

This question follows from the previous one. If computers 

cannot share (all of) our sensory experience, can they really be 

expected to understand us? Ultimately, no, they cannot. For to 

do so would require empathy, not just logical interpretation of 

what we say. Because a computer cannot experience life  as a 

human (however it might 'experience' it if it could do so at 

all), it will always lack the essential basis for understanding 

us as humans.

Whatever degree of understanding a computer might be able to 

bring to interpreting our language communications, it would not 

dp so empathetically. But non-empathetic understanding is rather 

cold comfort. We w i l l  l ik e ly  find  computers to be like  

unsympathetic 'egg-heads,' coldly rational about issues involving 

our feelings.

Perhaps I overstate this last objection. First, even we 

face this sort of limitation at times: people meet others of 

backgrounds so greatly dissimilar that the usual empathy and 

mutual understanding is not present. Also, there is no real 

obstacle  to in c lu d in g  in a computer program a ll  sorts of
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information about how human feelings operate, what they mean, why 

they arise, and so on. A machine might even show a kind of 

'expertise' about human f e e l i n g s . ^  But this would st il l  be 

vitiated by the computer's lack of involvement in the processes 

being discussed.

4.24 Can anything pass the Turing test without empathy?

This brings me to my final  question for this section: what

does the absence of empathy between computers and humans mean for

the Turing test? This test is meant to reveal intelligence; it

is not primarily aimed at evaluating qualities like emotion, or

i 1
understanding in the sense of empathy.11 However, human language 

is not ultimately separable from the overall experience of 

humanity, including its emotional and affective side. Thus, it 

might not be practical to set a machine to pass the Turing test 

if its responses tended not to take account of human feelings in 

some meaningful way. How this could be done is not clear.

I am not sure this guarantees that all computers must fa il  

every Turing test. I suspect the factors in language that show 

sensitivity  to hum^n feeling (or the lack thereof) are pretty 

elusive and might not always be enough indication for the testers 

to sort the humans from the imposters. (Perhaps this one is the 

human, who just happens to be a bit cold?)

Other restrictions I can see arising from the absence of 

empathetic ties between man and machine apply to the need for 

pertinence, and to interpretation. How can a machine decide what 

is pertinent if it cannot tell what humans find stimulating, 

interesting, boring, irrelevant, or what have you? Similarly,
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how could a machine interpret language used by a person to

express human experiences that the machine cannot grasp? Again,

only an external view is possible. But what if even the external

or non-empathetic reading is hindered by this deficiency? As I

have argued, often interpretation of the parts depends on the

meaning of the whole as well as vice versa; without an idea of

what is going on, such interdependences could prove too much.

The same can be said of tacit knowledge and context. If a person

is in a given mood, certain  things are left  unsaid  which

nevertheless bear on what they mean by the language they use.

Others are expected to realize  this and take it into account in

1 9
interpreting what is said.14.

Perhaps what we need is to revise Searle's original notion 

of the 'formal' attitude to this idea of 'non-empathetic' in 

regard to language. I have tried to show it is not impossible 

for a computer to 'interpret' various symbols, in some sense. So 

the point is not that the symbols are entirely uninterpreted, but 

that an empathetic interpretation cannot generally be attained.

4.3 Does this salvage Searle's position?

I have argued that Searle's use of 'formal1 to describe how 

computers fall short of human intelligence is inadequate. Can we 

do better by substituting 'non-empathetic' as our description of 

the crucial limitation on computers? I believe we can. I have 

argued that computers may very well be programmed to find their 

way through our non-formal (and sometimes convoluted) natural 

grammars. I have also argued that the process of interpreting 

human language cannot proceed without a huge amount of knowledge
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that people tend to take for granted. In particular, natural 

human language cannot be interpreted on any purely formal basis. 

Thus, i f  Searle were correct in saying that computers can never 

exceed formal methods, there could never be any natural language 

interpretation by computers.

In rejecting this claim by Searle I do not repudiate his 

interest in finding a name for the core difference between human 

language use and computer imitations or duplications thereof. I 

agree that humans have qualities which either cannot apply to 

computers or do not belong in computers even if it were possible 

to program them.

Where I disagree with Searle specifically is on what to call 

this difference. He calls it 'understanding,' the ability  to 

'interpret' symbols and language uses. And in a way this is 

right: interpreting language in a human way cannot be isolated 

from the experience of being human as a whole. We cannot set out 

a closed set of 'objective' or impersonal methods for doing so.

The dispute  I have w ith  Searle  involves one of the 

conclusions that can easily be drawn given this way of stating 

the matter. I see Searle's formulation as leading to these 

possible inferences (which I cannot accept):

- human language can be dealt with formally.

- computers could pass the Turing test without a vast 
base of contextual knowledge; or,

- if  such knowledge were included in a program, it 
would s t i l l  hot count as providing the basis for non- 
formal interpretation; it would still be 'formal.'

If  the last point can be derived from Searle's position,

this would vitiate  the 'formality' of the computer's way of



83

responding to language. In effect, the computer has dealt 

successfully with the content as well as the syntax; yet on 

Searle's view no 'interpretation' has occurred. There is simply 

no way to evaluate a claim like this; what else is the computer 

failing to do?

At this point I suggest that what Searle may need is a 

distinction something like what I have proposed, viz . ,  that 

computers are not in a position to empathize with the 'personal' 

meaning of what humans say in language. A computer may very well 

attach all the words used in some discoure to appropriate 

information about the entities and relations being discussed. 

Indeed ,  only by doing this can a computer even begin  to 

'understand' or 'interpret' language -- or simply to pass the 

Turing test, if  the former terms are held to be inappropriate. 

But a computer will not be able to process language successfully 

to the extent to which this depends on shared a f f e c t i v e  

exp e rie nce .  A computer w i l l  not be able to know what is 

appropriate to say in the way people do when responding as whole 

people to language of other people, and to the messages they 

convey by it. This is so simply because computers are not 

humans, and cannot know 'what it is like' to be human.

So let us look at how much this new category serves to 

revitalize Searle's position.

4.31 How it helps

The advantage of my criterion of whether a system is

'empathetic' or not is to yield a more definite basis for

comparing  human and computer use of language. S e a r le 's
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distinction of 'interpreting' vs. 'formal' attitudes does not 

quite hit the mark. But with a distinction between empathetic 

interpretation and (merely) logical interpretation, it is 

possible to rehabilitate his 'intuition ' of a basic difference 

between machines and humans.

The consequences for Searle's method of analysis in the 

Chinese room argument of such a revision are generally positive. 

He would have to abandon his 'anti-systems' view that the 

room/computer cannot be said to interpret anything. However, he 

could retrench on this front and still insist that the system as 

a whole did not experience anything in a human way, since it is 

not a human body.

I suspect that Searle would not be satisfied with my 

compromise suggestion that bare computer hardware fits his 

definition of 'formal,' but that with advanced software machines 

might become non-formal. I allow that they might become able to 

interpret natural language and possibly even 'experience' things, 

though i n 'a strange new machine way. Searle would presumably 

want to hold on to the posit io n  that 'e xp erience '  is an 

intentional state which is simply not applicable to anything that 

is not a person (i .e . ,  a h u m an ) .^

4 .3 2  What is still  missing from Searle's argument

Allowing the modifications I have proposed to Searle's 

position, what problems st il l  remain for his argument? I can 

name two. First, there is s t i l l  no justification  for his 

'outdoor' version of the Chinese room argument. It is too easy 

to show that in practice we would disbelieve his primary premise,
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viz. that the clerk does not understand Chinese despite speaking 

it fluently. The overall picture presented is so unbelievable 

that there must be something wrong in the setup of the thought 

experiment. I have tried to show what that problem is, namely 

that natural language is not so easily managed in a formal way as 

Searle presumes. I f  it were, perhaps the 'memorization' ploy 

would be believable. It is true that a person doing something by 

rote is not interpreting the meaning of what is done. But that 

can only apply to what it is possible to do by rote. Natural 

language conversation is not something we do by roteJ^

This brings up my second objection which still stands after 

the modifications I have presumed to make for Searle's benefit 

and probably against his own w i l l .  This second persisting 

problem is that formalism simply gets too much credit at Searle's 

hands. He is not s u f f i c i e n t l y  c r i t i c a l  of the kind of 

assumptions formalists make in describing issues of human 

a c t i v i t y .  The b e l i e f  that ordinary  language is just  a 

disorganised kind of formal language overlooks all the important 

non-formal qualities I have been describing. Yet Searle does not 

hesitate to abandon all these lines of defense against formalism 

and to draw his final line at ' intentionality.' Now, while there 

is nothing wrong with saying that intentional states can only 

apply to humans, why resort to this? Apparently, Searle wants 

only to be able to say that machines may seem to do all the 

things we do in our intentionality ; it is just that they can't 

really have the same states we have.
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4 .33  Conclusion: Searle*s concession unnecessary

In the end this kind of defense fails  not by being refuted 

so much as by being trivialised. If the only difference between 

us and machines is this sort of intangible, a priori definition, 

why insist on the difference at all? Instead, it is more to the 

point to oppose formalism on a substantial issue such as the real 

nature of ordinary language. I f  we show that human language is 

not reducible to a formal system -- as I have argued in every way 

I could imagine — then there is no need for Searle's efforts to 

dismiss formal processes that pass the Turing test. There just 

won't be any.

This might not be any comfort to Searle, given my rejection 

of his other premise that computers are restricted to formalism. 

I f  I am right here, then that opens the way again to computers 

b e i n g  a b le  to u n d e r s t a n d  w hat  we say ( a l t h o u g h  not 

empathetically).
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F I V E :  QUESTIONS ARISING 

5 .0  New questions arising

I have finished with the substance of my thesis. I have 

argued that Searle gives too much away to formalism when he 

allows that formal methods could suffice to deal with ordinary 

language. It is remarkable, given his opposition to formalism, 

that Searle gives away this major point, then forms his defenses 

around a distinction that does not even claim that humans can 

actually do any more than computers canJ

It  remains for me in this section  to point out some 

unanswered questions which I see arising from what I have said, 

and which it would be helpful if someone in time were to try to 

answer. I would want to see further discussion in this area come 

to terms with these questions, so it is incumbent upon me to try 

to suggest why they are interesting, though not to provide any 

definitive answers here.

5.1 Distinctions of 'levels' and the problem of formalism

This is a question  I have alluded  to in the previous 

o
chapter. The issue revolves around the nature of a 'system.' 

The basic question is this: can a system be 'purely formal' at 

one level yet achieve non-formal qualities  when viewed at a 

higher level? This question assumes that it is acceptable to 

discuss 'systems' as operating on various levels, i .e .,  at the 

various levels of integration of the 'sub-systems' that make it

O
up.~> I f  the parts or 'sub-systems' have one set of properties,



what effect does this have on the larger whole in which they are 

taken up?^

A number of in t i a l  co nsiderations  can be o f fe r e d :  in 

chemistry it has been well established that molecules (systems of 

atoms) do not retain the properties of their consituents (the 

atoms considered in atomic form). Salt is composed of molecules 

that each contain two ions, one of sodium and one of chloride. 

(The salt might be impure as well; the point is still the same.) 

Sodium alone is a volatile metal that burns spontaneously in air; 

chlorine alone is a caustic and poisonous substance. Yet salt, 

w ith  no other kinds  of atoms than these two, has u t t e r ly  

different properties because its molecules are each a system that 

operates differently  than do either of its parts. (Above the 

level of molecules salt is homogenous; it might be said to 

function mechanically at a larger level of 'grains' which can 

'pour' even though such a description might not fit  the single 

molecules.)

5.11 Levels of view applied to people

Can the same logic be applied to a 'system' such as a human 

being? (Can we even say that a person is a system?)^ The idea of 

different 'levels '  as applied to people is not new. It has been 

around for a long time in the form of the 'mind vs. brain' 

discussion which simply carried on the even more venerable 'mind- 

body problem.' For a long time this issue has been cast in 

terms of 'free will' as the higher function belonging (debatably) 

to a person as a whole but (it is argued) not to the person's 

components if  considered singly, e.g. the person's brain cells,

88
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or still lower down, his or her molecules.

5.12 Shortcomings of current explanations

An unfortunate feature of the discussion up to now over how 

people can have properties which do not apply to the parts of 

which we are made is how it has focussed typically on featurely 

l i k e  ' f r e e  w i l l '  and ' i n t e n t i o n a 1 i t y ' w h i c h ,  though  

philosophically respectable terms, are not particularly tangible. 

It  is d ifficult  to persuade those outside of philosophical 

circles to take these discussions to heart when no determinate 

and detectable differences are predicted based on these claims. 

The philosophical views have not been carried through to form 

working theories useful to researchers in the disciplines which 

analytic reflection ought to serve and support.

Often the theoretical workers within these disciplines take 

up the task themselves and carry through the abstract discussions 

to a point where the sciences can test and criticize  them. 

Perhaps it is best to keep philosophers out of the grittier  and 

more consequential parts of special theory and leave this to 

specialists.

However I would not like  to see the entire  academic 

discussion of mind vs. machine end up mooted in the face of 

advancing practical research. I suppose the weight of general 

opinion on such questions has its impact in generating or 

dampening enthusiasm for various long-range types of projects. 

But I would hope philosophy can be of more use than this.

5.13  Need for a theory of informal computability

The greatest contribution a theoretical person could make
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here in terms of suggesting models that are translatable in 

practice, I suggest, would be toward a theory of computability 

that extends beyond the formal and exact to include the kind of 

processes I have been discussing such as are involved in natural 

language. Our own ways of knowing based on metaphor and analogy, 

relevance and plausibility, practical familiarity with the world, 

and the like, all still have an information component. They are 

not logic-driven, focussed around the explicit  logical content 

involved; instead, other facets of the issue come to the fore in 

such processes. But the information component that is there must 

s t i l l  be of an orderly kind; it cannot, as I have already urged, 

be simply an 'occult1 source of knowledge beyond all explanation.

Naturally, those with an eye for the logical component of 

things will regularly mistake this component for the whole of the 

process in question. Doing so is an occupational hazard for 

theorists. However, if we bear in mind that theory sees only one 

dimension of a multidimensional world, we can proceed to analyse 

the 'logic' of those many areas of l ife  which are not 'logic- 

driven' in the main.

The area of natural language is one such field .  Theories 

that expect ordinary language grammars to work like pure formal 

systems try to change logic from a facet of language to its core 

concern. But allowing that language has other functions, such as 

aesthetic, emotional, ethical, and performative or pragmatic, in 

its aims and effects, gives a more complete picture. From this 

view, the information-conveying function of language is certainly 

large. What information processes do in fact go into forming our
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expressions in natural language? How do we monitor how well  

information has been conveyed? These questions are being 

addressed in the growing field  of cognitive science. One 

suggestion popular today is that the best use of the metaphor 

comparing computers to minds is its help in the study of human 

thinking. Instead of worrying about what computers might never 

be able to do, this argument favours comparing the little  

understood workings of the brain and the mind to what we know 

computers can do. The comparisons are not so unflattering; 

instead, programmers trying to reproduce human functions such as 

sight are regularly struck by the difficulty of spelling out how 

to do the very tasks we find most effortless ,  from recognizing 

cats to catching the meaning of offhand comments.

5 .2  What.levels could be considered?

What shall we say are the levels at which the sub-systems of 

ourselves  operate? I could imagine many answers :  c e l ls ,  

molecules, organs and tissues, psychological subsystems such as 

the superego of Freud's theory or an archetype from Jung, or a 

neurological department such as our eyes plus the visual cortex; 

the possibilities are endless.^

So what of it? If  it is allowed that people can be viewed 

in terms of many inter-dependent sub-systems (at various levels 

of organization), then the same general result would seem to 

apply: we can be conscious yet not wish to call any of our 

trillions of cells conscious on its own. I do not think we even 

need to go the way Whitehead does and say the parts of an 

intentional system are themselves similarly intentional in a
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smaller way: atoms with tiny amounts of mind, or cells with cell

sized shares of desire, hope, or courage. Rather I think we can 

say that people have properties that human cells do not, just as 

salt has properties which sodium atoms do not.^

On this basis, what can be determined about the prospects 

for computers? Well, even if we concede that electric circuits 

cannot think, we need not say that all systems built out of 

electric circuits are so restricted. We might choose to say that 

a sufficiently  complex system built  on these principles could 

take on new levels of organization at which new and different 

kinds of descriptions become appropriate. The analogy to the 

person/cell distinction is quite close, actually. The remaining 

question is just how much computer must there be before any of 

this becomes a reality? It is not enough to point to looming 

developments with vastly increased capacities in hardware; useful 

ways of programming all this computing power to do new things 

must also be brought out.

I have tried to show what I see are the greatest challenges 

facing the developers of such software; I have not tried to say 

any of these are insurmountable — that is probably best left up 

to the people who must face the obstacles themselves. Presumably, 

the project of teaching a computer what we know by 'common sense' 

may come to resemble the experience of conveying such things to 

children as they learn: proceeding by frequent correction (at 

times to the point of exasperation) and pointing out what to us 

is obvious. In effect, the first achievements in making a full

blown synthetic 'mind' may look less like artificial intelligence 

and more like artificial naivete.^
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ENDNOTES

Notes to Introduction:

1. This point is covered well in [Polanyi 1962], especially 

chapters 4 and 5.

2. In the sense used by Polanyi. Basically tacit knowledge 

includes the presuppositions of what we do consciously; the 

things we know well enough to take 'for granted;' the ideas and 

abilities we rely on without focussing on them consciously.

3. That is not to say it is impossible. Hofstadter discusses 

this kind of ' leve 1-jumping' as vital to the workings of the 

human mind. See [Hofstadter 1980], chapters XV and XX. I found 

his discussion on this point, like all his work, both thought- 

provoking and enjoyable to read.

4. At first chess itself was a subject of debate: could a machine 

ever master a game human masters play 'intuitively? '  Once 

working programs became prevalent this objection had to be 

dropped ■— only to reappear in other contexts.

5. The absence of this capacity in computers until  now has been 

felt in the 'white-coat-effect' where only programmers knew the 

's e c re t '  ways to address the machine to good e f f e c t .  The 

reaction from this in the 'user-friendliness' movement now allows 

non-programmers to make requests of a computer in more familiar 

terms, even by just pointing. Beyond this there is the 'natural 

language interface' (visible part of the program) allowing users 

to type in their requests in full  sentences like "Show me the 

total sales for each region this year" (or other wordings, within 

certain limits).

My intentions in using the expression 'natural language' are 

spelled out below in section 0.211.

6. This test, which Turing called the Imitation Game, was set out
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by Turing in his article "Computing Machinery and Intelligence" 

in Mind LIX, no.236 (1950) (reprinted in [Anderson 1964]).  In 

short, the game pits a computer against a human with the object 

for each being to sway the decision of an isolated third party as 

to which is which. The human strives to be recognised as such 

while the computer's goal is to deceive the examiner that it is 

the human. The examiner knows only that there is one each of 

human and machine, and may direct questions to either player A or 

B; but the answers are returned in a form that does not betray 

the physical nature of the player giving the answer. After some 

fixed time the examiner must reach a decision and assert 'A is 

the human and B is the computer' or vice versa. See section

0.22, pp .14-15.

Turing asserts that this gives a concrete meaning to the 

otherwise impossibly vague question 'Can machines think?' 

Although Turing's suggestion has tended rather to further the 

debate than to end it (see e.g. [Anderson 1964]),  there is much 

to be said for having a specific experiment that could actually 

be carried out at any time.

7. For one round in the discussion of mind-body questions in 

light of computing, see [Hook 1961].

A general drift  in early 'computer-literate' philosophizing 

was to look for abstract processes of which programs and minds 

were each instances.

8. Indeed this feature of language is reflected in the basic 

tenet of the theory of in form ation :  any given channel of 

communication has a limited capacity; given this, the only way to 

convey more is to make short signals stand for longer messages. 

Such conventions have the disadvantage of a) being dependent on 

the existence of a prior convention for the substitutions, and b) 

relying on the hearer using the correct context when attaching 

the abbreviations to their expanded readings (as in English, when 

we must rely on context to tell M.P. as Military Police from M.P. 

as Member of Parliament). There is a further trade-off to be 

made in any communication between brevity  and (u sefu l )  

redundancy: any loss from a s ign al  w ith  no redundancy is 

irrecoverable, whereas a partially  redundant signal can be re

constructed despite the inevitable intrusion of some noise into
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any real carrying channel. E fficient  communication involves 

using an optimum mix of both abbreviation or compression 

(increasing the risk of loss from noise) and redundancy (safer 

but costly).

The advantages of such 'compressed' messages in our daily 

language obviously are worthwhile, since we all tolerate the 

extra  work of ’unpacking ' them re ad ily  enough. Our only 

alternative would seem to be the indescribable tedium of always 

being completely explicit about everything!

9. Here we can see the failure of the first condition in note (8) 

above that there must be a prior base of shared knowledge before 

an abbreviated, context-dependent mode of expression can work.

10. See [Polanyi 1962], chapter 5.

11. I am setting a very high standard for 'natural' language; I 

use the term so that only intelligent conversation is 'natural' 

language competence. There is, of course, the possibility of one 

exhibiting competence in expression while at the same time having 

some deficiency in knowledge or understanding of some activities 

or areas of experience  which r e l ie s  on language (e .g .  

philosophy). I would not want my claim to imply that only 

philosophers can speak ordinary language. (Perhaps the reverse 

would be more accurate: only non-philosophers can?) I can 

reformulate this point more exactly in this way: one cannot be 

said to be competent in natural language without having a grasp 

of the basic things outside language to which language refers.

12. See [Katz 1966], [Wilks 1972], [Winograd 1982], [Hofstadter

1980].

13. Apart from those single-mindedly for artificial intelligence 

who will entertain no doubts and those utterly skeptical who are 

certain it is impossible, there are some in between who admit 

that tasks l ike  natural  language processing  are mammoth 

undertakings, not reducible to simple formulae, and who yet hold 

out the hope that some approach can be made to such problems. 

See [Wilks 1972]; [Hofstadter 1980]; [Winograd 1983].
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14. This use of 'transcendentalism' follows [Schuurman 1980]; it 

does not refer to the 19th century religious trend. Rather, it 

refers to the view that humans have capacities which transcend 

(go beyond) mechanical action, e.g. understanding and valuing.

1 5. I thought to say it keeps growing as well,  given the new 

frontiers being opened by programmers and engineers in every 

day's headlines. However, on reflection I sense that the 

questions are the same ones that were asked from the moment we 

began to see what potential this new technology had. Articles 

from 1960 lack technical facts we have discovered since, but the 

basic questions raised then are still on everyone's mind today.

16. Amongst the formalists I would count Katz and Fodor, Wilks, 

Winograd, and Hofstadter. The last two are closer to my view in 

that they allow for heavy reliance on practical information, 

world knowledge, and so on, rather than expecting a purely 

deductive, syntactic analysis to do the job.

Amongst transcendentalists on this matter can be included 

Dreyfus, Searle, Jaki, Weizenbaum; others I have not covered but 

who are important as critics of artificial intelligence include 

Hubert Dreyfus and J .R. Lucas (see [Hofstadter  1980] for 

bibliographic data).

17. Hofstadter tends in this direction, though he st ill  must be 

called a formalist in my judgment.

18. For Searle, the vital factor missing from computers is 

intentionality ; for Jaki, they lack a personal life  history; 

Weisenbaum stresses their lack of our intuition and tacit 

knowledge.

19. From The Behavioral and Brain Sciences, vol 3. Reprinted in 

[Hofstadter & Dennett 1981], pp.353-372.

20. Indeed some of the people I am calling formalists do as good 

a job as I could ever want of stating the limits on formal 

procedures in regard to natural language. This applies to 

Hofstadter and also to Winograd, by whom Hofstadter has been 

strongly influenced on this question. Weisenbaum even claims
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Winograd for his side, accusing the public of exaggerating the 

implications of Winograd's successes with natural language. See 

Weisenbaum 1 976], p .7: "The subsequent, much more elegant, and 

surely more important work of Winograd in computer comprehension 

of English is currently being misinterpreted just as ELIZA was"

i .e . ,  as if it showed that natural language were formalizable . 

Winograd's work is documented in [Winograd 1972].

21. See [Carnap 1937]; [Rorty 1967], Introduction and Part 1.

22. Even there, only formal logic can be treated as truly 

independent of its content. M athem atical  and s c i e n t i f i c  

formalisms are usually not fully abstracted from their intended 

interpretations, and serve as shorthands more than as pure 

' contentless '  form alism s .  Thus, the l o g ic ia n 's  notion of 

formalism is itself an abstraction.

23. See especially [Rorty 1967].

24. For this see: M. Scriven, "The Compleat Robot" in [Hook 

1961], chapter 13; [Anderson 1964] chapters 2 ,4 ,5 ;  [Hofstadter

1980], chapters XVIII-XX; [Hofstadter and Dennett 1981], pp.67- 

95. These are just a sample of the many expositions, rebuttals, 

and defenses of Turing's claim. Turing's paper is reprinted in 

[Anderson 1964], chapter 1; more recent exchanges on this subject 

are well documented in [Hofstadter 1980] in the bibliography.

25. In "Minds, Brains, and Programs," from The Behavioral and 

Brain Sciences, vol 3, 1980. Reprinted in [Hofstadter and Dennett

1981], chapter 22.

Notes to Chapter One:

1. See [Katz and Fodor 1964]; [Ringle 1979]; [Katz 1980].

2. It is not clear that this last reason is a compelling argument 

for highly formalised programming languages. First, much 

planning of large programming projects is done in 'pseudo-code'
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i .e .  a d ia le c t  closer  to ordinary  language and not i t s e l f  

readable by (existing) computers. It is much easier to read a 

basic description of a procedure than to read the same procedure 

described exactly in the degree required by current programming 

languages. The purpose can be obscured by the necessary detail, 

as well  as by the use of abbreviated  names and elaborate  

punctuation usually required.

Some newer programming languages are aimed at lessening this 

d ifficulty .  The goals of the program may be expressed in terms 

closer to natural language. Indeed one class of languages known 

as 'declarative' (in contrast to traditional 'procedural' ones) 

do not use programs in the conventional sense at all. [See 

Kowalski, R. "Logic Programming," Byte, August 1985, pp. 161- 

177.] Instead, facts and rules are asserted, then questions may 

be addressed to the program. It refers to the rules and facts 

and searches for a way to derive the desired goal. Sub-goals are 

set up and included or abandoned as needed.

Such declarative languages are st ill  strongly formalised in 

their expression, but the level of description is getting closer 

to that of natural language. Generalizations are allowed and the 

particular implications of these need not be spelled out; they 

will be drawn upon as needed.

3. By this I do not mean to say that ordinary language is utterly 

devoid of form, a sort of 'pure content' medium. Far from it. 

However, I do want to distinguish this sort of form from the 

added formality imposed in formal languages, including computer 

languages.

4. See, e.g. Science 8 5 , April 1985; Sc ientific  American, 

September 1984; each is a 'theme' issue on this topic.

5. It obviously takes more space and time to specify all the ways 

someone could express something than only to specify one way to 

do so. Programming languages only need to provide one way; but 

it  would be nicer for us if  they could accept more of the various 

ways we are accustomed to saying things.

6. A point made eloquently in Whitehead and Russell, Principia 

Mathematica, vol. 1 (1910) (see Introduction and sections 1-20).
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7. Apparently even the a rt if ic ia l  intelligence community is 

learning this. An abstract of a recent article begins: "In a 

discourse the hearer must recognize the response intended by the 

speaker. To perform this recognition, the hearer must ascertain 

what plans the speaker is undertaking and how the utterances in 

the discourse further that plan. . . . "  (Sidner, C. "Plan Parsing 

for Intended Response recognition in Discourse," Computational 

Intelligence/Intelligence Informatique 1(1), Feb. 85, pp.1-10).

8. It is not so much that rules do not exist for each of these 

expressions, nor that a program could not be written to decide 

how they are being applied. It is that any direct solution of 

such problems has to make interpretation grossly ineffic ient .  

Until understanding of such language is generalized under a more 

effective method, such problems must make interpretation grossly 

inefficient.

9. See especially [Carnap 1937].

10. This is an important factor in Zen philosophy. Nor is it 

absent in western thought: consider "The grass is always greener 

on the other side of the fence." If this were literally true we 

could derive that each lawn is greener than itself, by referring 

to it from both sides of its fence. Instead it is meant to 

reveal the paradox engendered by the beliefs  that arise out of 

envy.

11. This is the point of Gfldel's Incompleteness Theorem (see 

[Gbdel, 1962]; [Hofstadter, 1980]).

12. This curious result is also demonstrated by Gttdel (see note

11 above).

13 .  This  is a severe drawback to the otherw ise  promising  

'declarative ' type of language, of which PROLOG is one instance. 

The problem is known technically by the phrase 'negation as 

failure.' This means simply that a failure to produce a proof of 

some sentence is taken as ground for negating the sentence 

(instead of allowing a status of 'undecided' or a probabilistic
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weight below that of certainty).

14. I do not claim that computers cannot reproduce this ability; 

much progress has been made already in computer recognition of 

human speech. A g ain ,  the early  e f fo r t s  imposed severe 

restrictions: only one speaker understood by a given program at a 

time; only unconnected speech (with pauses between words, which 

are actually not present in most speech); only a few words. 

Recent efforts are pushing back each of these limits.

15. See [Polanyi 1962].

Notes to Chapter Two:

1. [Searle 1980]. Reprinted in [Hofstadter and Dennett 1981], 

pp .353-373.

2. Ibid, p . 353.

3. The latter adjective is more generous than calling this view 

'weak.' The term 'cautious' would seem a more prudent choice of 

words since these are the people Searle is trying to vindicate 

(or perhaps just salvage?) against the view he finds most 

objectionable, advanced in 'strong' AI. (Could he call this 

'aggressive, '  'ambitious, '  or 'ardent' AI, to make the contrast 

complete?)

4. Ibid.

5. Ibid. The programs are supposedly held to be the explanation 

of some human capacity in that they provide a model of how such 

functions can be carried out. The model is implemented in a 

setting that is held to be commensurate with a real mind, and so 

is effectively a reproduction of the original.

I do not take up this question in this paper. If  a computer 

model of a mental process were a real instance of the same kind 

of phenomenon, this could be quite advantageous for research in 

psychology .  It  might permit exploring  areas that are
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inaccessible in a human subject because of the human’s integrity 

-- whether personal or biological.

On the other hand, viewing a computer model as a real mind 

might also mean having to accord to the machine, or to the 

program, the same respect due to persons, such as informed 

consent, minimizing intrusion, and so on. I f  this notion seems 

even more odd than the previous proposals, perhaps that casts 

doubt on the idea of a computer being a 'real* mind in the f irst  

place.

6. Ibid, p.360.

7. Technically, Searle does not say the scope is unrestricted. He 

starts off the Chinese room argument in reply to Schank's work 

with 'script theory' which is aimed at having a computer answer 

questions about a single type of story at one time on the basis 

of a 'script' explaining what basic facts apply to such stories 

(e.g., restaurants have customers who pay to get food there, 

etc.).  Thus Searle has three sets of cards in the room: one for 

the 'script, '  one for the 'story,'  and one for the 'questions.' 

However, he does say that he chose Schank's work simply because 

he was more familiar with it, and says ’’But nothing that follows 

depends on the d e ta i ls  of Schank 's  work."  ( i b i d ,  p . 35 4 ) .  

Additionally, he later goes on to say that the Chinese room can 

indeed pass the Turing test (p.360) which as I understand it 

allows questions on any topic the tester may please. If  Searle 

was not thinking of it in that way, perhaps I may be forgiven for 

pressing Searle beyond what he intended based on what he in fact 

said.

Notes to Chapter Three:

1. To be clear, Searle gives a definition  of 'formal' for this 

context: it means merely that the symbols can be identified in 

terms of their shapes alone (p.355).  This is an uncomplicated 

way to define the term, and I'm not sure if there are any big 

problems hidden here. However, what exactly is there by which to 

id e n t i f y  a symbol (prior to interpreting it) other than its
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shape? In other words, there are no intentionalist 'vibes' by 

which we identify the symbols of a written language as far as I 

know. Rather, it is identifying the meaning that takes us beyond 

formal properties.

The only other factor we can look at in identifying a symbol 

per se is its context. This is how we can recognize when a 

circle stands for 'zero' and when it stands for the letter ' 0 ' 

(or is being used pictographically for a round object).

If Searle means that the 'program' in the Chinese room looks 

at each symbol in isolation, then it is impossible that it could 

do what he proposes even for very simple 'scripts' and stories. 

Natural language processing is impossible without use of context. 

Even formal languages can depend on (internal) context, though 

their aim is to be as nearly context-free as possible.

I think Searle added this definition in passing and did not 

mean for his argument to depend on its precision. His basic idea 

is that formal methods look at forms or arrangements in a way 

that ignores any semantic questions; it is actually more the 

'shape' or form of the text (rather than the symbols) that formal 

grammars focus on. Probably this is what Searle should have 

said. I suspect he was distracted by the fact that reading a 

language in an unfamiliar script would also entail identifying 

each symbol by focussing on its shape (rather than instantly 

recognizing the symbols as with one's own alphabet).

2. This capitulation would be explainable if Searle thought that 

AI researchers were on the verge of releasing a full-blown 

natural language processing program. Then it would make sense to 

hedge his bets by refusing to predict that their efforts were 

futile .

3. I am not qualified to say what level of efficiency is possible 

in theory for this imagined method, and the description is not 

exact either. However, I suspect that a technique such as Searle 

describes would not fall in the range of 'easy' problems -- tasks 

whose difficulty  increases only gradually with the number of 

items to be handled.

Generally, a given method of computation is only useful up to 

a certain magnitude of task before the number of steps required 

exceeds any imaginable capacity to carry them out. The efficiency
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of a method is described in terms of how fast the total number of 

steps increases as a function of the number of items to be 

processed. (The exact function is not the issue, only the role 

played by N). For instance, adding up N numbers takes on the 

order of N additions — written as order(N). The time to sort N 

numbers expands at a faster rate as N increases, taking order(N- 

squared) steps in the slower methods, or order(N*log(N)) steps 

using certain shortcuts. Clearly these cases are more vulnerable 

to being overwhelmed as N gets larger. The worst cases involve a 

function where N is an exponent, such as searching every ’leaf' 

of a 'tree' that has two branches at every fork and has N levels 

of branching. This takes order(2-to-the-Nth-power) steps, 

barring extensive use of 'pruning' to cut branches out and reduce 

the size of the search.

This bad a rating means that that type of problem is simply not 

computable in the general case. It can be run through for very 

small values of N, but is o ff ic ia lly  'uncomputable.' Thus, for 

example, trying to plan a move in chess by looking ahead at all 

positions to a depth of N moves entails searching the branches of 

a tree with N levels of branching (and more than two branches at 

most forks!). If looking ahead one move opens up an average of M 

moves, looking ahead two moves opens up M-squared branches; three 

moves means M-cubed; looking N moves ahead opens up M-to-the-Nth 

possibilities to consider. Clearly it is important both to keep M 

low (by pruning those branches that are unlikely to do any good) 

and by placing a ceiling  on N. The level of play of most chess 

computers and programs is simply a choice of what value to give 

to N. (This is why there are never any levels above seven or 

eight!) Computer chess is not played by looking ahead to the end 

of the game. That would be uncomputable on any machine (chess 

has no upper bound on N). Nor can humans escape the laws of 

computability. We look at chess moves with the help of a finite 

brain, with a finite time to think of a move. We cannot hope to 

look at all the moves; we must 'prune' in an intelligent way.

That is what makes chess remain enjoyable after tic-tac-toe has 

lost its lustre: in chess there is no way to state one sure-fire 

rule for winning in every position. We must think on the fly with 

each new position.

4. Suppose that the rules must deal with a vocabulary of size V
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and questions of up to W words in length. Then there are possibly 

W-to-the-V-power questions to cover (though Chinese grammar makes 

this a much much smaller number.) However, the clerk need not 

look at every entry in the list .  There may be a good index 

organized as a tree: each entry pointing to a sub-index until the 

last node points to the correct answer to that question. (It is 

quite efficient  to find one item in a sorted tree when the goal 

is known beforehand.)

Say the goal is to look up one question in a tree-structured

index. If the clerk must search through an average of E entries

(one for each word that might occur after the series of words up

to that point) at each 'node1 or (branching-point) of the tree on

the way from the 'root' to the desired final  entry, and the tree

is W levels deep for sentences up to W words long, then there are

only order(W*E) steps on the way: compare E headings with the

next word W., times. id
This assumes every word has a unique meaning in a given 

internal pre-context (the context of all the preceding words 

•only). This is certainly too simple. In particular, the rules 

could certainly not be condensed into an index that works in a 

one-directional way like this. Ordinary languages do not have 

grammars that work that way. They require 'back-tracking' in 

order to parse many sentences. So the search path would have to 

wander up and down the tree or add some other time-consuming 

complication.

5. In effect it is fatal to them. Self-reference is the means by 

which Gttdel is able to generate in any formal system (of a 

certain minimum expressive power) a sentence that is formally 

undecidable within the system, but which is easy to prove 

informally in the system's meta-language (the language in which 

the theory is described, which can be ordinary language). The 

'Gttdel sentence' of a given formal system says, in effect, 'This 

sentence cannot be proven in formal system S.' But as it works 

out, S is the very language being usedl I f  proveable in the 

system, this sentence would invalidate the system. So, if  the 

system S is consistent, this sentence is true, and is easily 

proven informally outside of S. Thus, for any consistent formal 

system there must always be a sentence that it can express but 

cannot decide the truth of. See [Hofstadter 1980] where s e l f 
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reference is taken to hilarious new heights (depths?) in numerous 

contexts.

6. This is a different problem from that of a philosopher who 

refuses to admit that anyone has understood his work so long as 

they disagree with it.

7. Searle has another argument based on the difference in 

physical make-up of a body and a computer. Apparently the 

d i f fe r e n c e s  prevent the two from having  the same 'causal  

properties.' I do not even want to go near that one. Searle is 

calling his opponents Dualists, but he himself sounds like a sort 

of Occasionalist (mind and matter are parallel but separate 

causal realms that are synchronised by God). I know Searle wants 

to find a way between dualism and physicalism, but his reliance 

on 'intentional states' and 'causal properties' is not very 

satisfying.

8. Indeed there are many indications this is happening already. 

Natural language processing is a rapidly growing interest now 

that computer storage is reaching a scale to make this attainable 

and programming techniques are emerging to make it feasible. (See 

bibliography on Winograd and others).

9. Unfortunately Searle says little about this term, and what he 

says is not useful. See note 1 to this chapter, above.

10. One might perhaps have put 'choice-free' here, but I believe 

this is the right term. Both are applicable, but 'judgement- 

free' points to the thoughtful quality of the choices to be made. 

They cannot be made, e.g., arbitrarily  or thoughtlessly. Also, 

when there is a decision to be made about something which is 

important but which is not easy to decide based on what is given, 

we call it making a judgment.

11. There may be a way to resolve the issue in this manner: the 

language of computer programming is formal and the computer 

follows the program by formal rules. Once running, however, the 

program is able to take in data and to process those data in ways 

that are different from the formal way the computer took in the
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program itself .  The program could read its data any number of 

ways: poetically, allegorically, fancifully  ( 'imagining' more 

than is being said -- perhaps paranoidly). There is in fact no 

special reason to suppose that a program will always process its 

data formally, in the sense of an attitude toward the data, 

unless the data are supposed to be a formal system.

12. See above, section 1.3.

13. The computer would not likely be reacting to them by, e.g., 

salivating, I hope!

14. We can observe here that impossibility in principle does not 

fo llow  from even the highest  degree of d i f f i c u l t y ,  from 

'practical' impossibility. I owe this point to Hendrik Hart of 

the Institute for Christian Studies. Compare this to my note 3 

to this chapter, above, on computability. The uncomputable 

processes are not 'in principle' impossible; each step is 

possible, but in practice the exponential increases in time 

required for all the steps together place the solutions outside 

our grasp. No amount of miniaturization and acceleration of 

computers will make an uncomputable process computable. Only a 

new method that requires less than exponential order time, if 

such can be found, will do any good.

15. Searle makes this concession  ( p . 360)  in d isc u s s in g  

'subsystems' within a person that instantiate a computer program: 

"[having memorized the Chinese card system,] I have a program and 

I can pass the Turing test" without understanding. "[T]here could 

be two 'systems,' both of which pass the Turing test, but only 

one of which understands." These 'systems' are parts of a person 

that instantiate computer programs; the same programs could be 

implemented in a computer as well, presumably. This is a large 

concession, but Searle's position makes it impossible for him to 

refuse it.

16. A program written in a purely formal programming language can 

already go beyond these: there are formal procedures for finding 

partial matches, making probable inferences, and reasoning from 

incomplete knowledge. Once again, it appears that a program
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written in a formal language can operate on its data in more than 

just formal ways. (By contrast, I know of no programming 

languages that can infer what an incomplete or vague program 

'must have meant.')

17. The idea of interpretation as building a ('mental') model of 

what is being said, and needing at times to backtrack to revise 

the model ('Oh, now I get itl ') ,  is treated computationally in 

the field  called 'frame theory.' See [Hofstadter 1980], esp. pp. 

644-6, 662; [Winograd 1972]. Hofstadter attributes the term (or 

at least its prevalence) to Marvin Minsky (see [Hofstadter 1980], 

bibliography, for references).

18. A question that could apply to the Chinese room as well: who 

found time to write up all those rules? (Okay, it 's a thought 

experiment, but s t i l l . . . ) .

19. Or even that it is unattainable in practice because it is 

uncomputable.

Notes to Chapter Four:

1. Turing devised the test to give an answer to the question 'Can 

machines think?' It is not clear that the inability to describe 

earwax is evidence of inability to think, yet it could certainly 

count as the deciding move in a Turing test if the examiner were 

to spring this question. It seems it might be easy to prove that 

one contestant is not the human without actually proving that 

that contestant is a non-thinker. The computer might reply quite 

eloquently that the test was terribly unfair,  and demand a 

rematch in which trivia questions about the human body were not 

allowed. In that case would we s t i l l  want to say that the test 

had 'proved' the computer could not 'think' or 'understand' the 

questions? Actually, what we should be looking for in this test 

is not answers that are incorrect or that reveal ignorance. 

Rather  we should watch for answers that are incoherent,  

irrelevant, or otherwise indicative that the player has not 

understood the question. The likelihood is much greater that
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such errors resulted from a computer failing the test than from 
the human suddenly becoming incoherent.

2. Again, these requirements are important if  a program is to 
pass the Turing test, yet it is quite plausible that we would 
want to say of certain programs (or other contestants) that they 
are thinkers even in spite of their failure to show these 
qualities. It begins to look as though passing the Turing test 
is not to be correlated one-for-one with thinking; the test 
should perhaps be said to answer the question 'Can computers 
converse?' Searle wants to say they might converse without 
thinking (understanding); I would suggest they might in some 
cases even understand/think without conversing successfully. (We 
would, of course, require other evidence of the understanding. 
Possibly the computer is soldered into a mute robot; lacking any 
means to reply, it can only demonstrate its comprehension by 
a c t i n g  in c e r t a i n  w a y s ,  e . g . ,  o b e y i n g ,  p a n t o m i m i n g ,  
smiling/frowning at, seeming alarmed by, or taking practical 
advantage of, the messages being sent in. Any of these would seem 
to indicate intelligent response although not thinking in a ll  
cases, since obedience to and alarm at spoken language can also 
appear in pet dogs. But I had in mind more the actions that do 
betray intelligence: turning the heat down once the pot has 
started to boil on the range, etc.

3. For theories, see [Winograd, 1984]; [Wilks, 1 979]. For small 
but meaningful progress in programs, see [Winograd 1972] on his 
SHRDLU. Another program named RACHTER has written a book (with 
some help from its programmer) entitled The Policeman's Beard is 
Half Constructed. Apparently it has some of the mechanisms 
needed to maintain an internal context. I have not seen the book; 
from what I have heard its prose is syntactically correct and 
interesting but not coherent.

4. Technical discussions are available in numerous journals such 
as Computational L inguistics . Less technical accounts can be 
found in [Winograd 19/2] and [Schank and Colby 1973]. A summary 
of several recent efforts is provided in Waltz, D. 'A rt if ic ia l  
Intelligence,' Scientific American, October 1982, pp. 11 8—1 33 (see 
especially pp. 130££).'
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5. One approach that comes close is Winograd's SHRDLU, which can 

refer to context to resolve pronoun references like "Where was 

it?" However, SHRDLU does not really hold up a conversation, it 

only answers questions. It does not enter a train of thought 

with the human user or build a model of what the human may 

already know.

6. I have not heard of programs that have this feature, but the 

idea is receiving attention, particularly in the field  of 

computer-aided education. Programs have been designed to test 

what a student has or has not understood and to review only the 

material that relates to the latter. See Turkle, Sherry, The 

Second Self , [New York, 1984].

7. Many intriguing considerations about computers or robots 

becoming conscious are played out in the selections in The Mind's

1. [Hofstadter and Dennett 1981].

8. See Waltz, D. 'Artificial Intelligence,' Scientific American, 

October 1982, pp.118-133.

9. A.K. Dewdney ('Computer Recreations,'  Scientific  American, 

September 1 984, p. 22) discusses the notion of a 'perceptron,' a 

machine which processes visual data and reports when a given 

shape is present. The ambition to develop this into a machine 

that can tell what i.t is seeing in the general case was ruled out 

in 1969 by Minsky and Papert, claims Dewdney. However, this 

method was highly 'formal.' There is still the possibility that 

other, less formal (and thus more d ifficult )  methods might 

succeed. In fact the challenge of machine vision lies in the 

amount of visual knowledge which is not strictly geometrical: 

shading and texture in particular.

10. This is what people chose to believe about Weisenbaum's 

ELIZA, though in fact it had little  more than a few grammatical 

procedures and some tricks to make it sound friendly. The 

illusion  of empathy arose from its employing Rogerian style of 

'active listening' or mirroring back what the other has said. 

Weisenbaum was alarmed by the ease with which people accepted the



program as 'intelligent' and 'sensitive.' See [Weisenbaum 1976].

11 .  T h is  is an e x t e n s i o n  of the m ean in g  of the w o rd  

'understanding' from its use so far. I bring this in to take 

into account more of what the term connotes in ordinary usage. 

While this usage is not brought out by Searle, it is consistent 

with his emphasis on intentional states; presumably these can be 

understood fully only by having them in common.

12. If  a machine does not have feelings , it cannot respond w it h  

feelings. But that is a major part of the normal way to respond 

to feelings. (This formulation was suggested by Hendrik Hart).

13. I would like to see a reply to this based on aliens that have 

qualities somewhere between ours and those of our machines: 

programmable biological beings, or autonomous electrically  

powered creatures, or what have you. The point would be to show 

that a slippery slope connects the high ground of Searle's 

intentionality to the dark valley of machine formality.

This is related to the question of different levels of the 

same system having different (seemingly contrary) attributes, 

e.g.,  humans being conscious as a whole but each cell having 

ordinary biological functions. I accept this description. The 

contrary position appears in, e.g., Whitehead's pan-psychism, 

where all higher-level functions must also be present in any 

lower level of the system: atoms have atom-sized consciousness 

and intentionality. - But if Searle accepts that our cells are not 

conscious, then how can he insist that the Chinese room does not 

interpret just because its clerk part and its cards parts do not 

individually do so? Indeed, isn't a bureaucracy a counterexample 

to his view? There, no single clerk makes the decisions; the 

rules do not actually 'decide' the actions of the whole either, 

except 'in principle.' It is the system of clerks and rules that 

acts as a corporate body.

14. I f  we did, it would no longer be 'natural. '  People would 

say we were 'out of touch,' or perhaps suspect us of belonging to 

a cult! I am coming to think that Turing's test reveals more 

than intelligence; one's mental health also seems to play a large 

role in the quality of one's conversation. Rigid ways of

11 0
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answering -- or a lack of empathy — tend to alienate others, and 

make one 'less human.' (It is as though we might also take an 

'advanced Turing test' after we have qualified in the first round 

as simply able to think.)

Notes to Chapter Five

1. At least we have the comfort of being able to assume certain 

states that computers cannot -- rather like 'going to heaven.' Is 

Searle's objection to AI any stronger or more persuasive than the 

claim that only humans can have a 'soul'? I do not exclude all  

'metaphysical' claims; but the point must be to make them have 

consequences in theory even though they are not themselves 

observable (any more than theories are observable).

2. See chapter 4, note 12.

3. The question also assumes that it is appropriate to look at a 

program, or software 'system,' in its own right instead of as 

part of a union of hardware and so ftw are .  This computer 

'dualism' is more appropriate than a 'mind-body' dualism because 

computers are highly standardized and do not become permanently 

p h y s ic a lly  a ltered  by the software  they are running . In 

contrast, people are certainly altered physically and organically 

by the activities of the 'mind.'

4. There is a difference between distinguishing a whole from its 

parts on the one hand, and distinguishing different levels of 

viewing something (either a whole or a part) on the other hand. I 

am conflating the two questions here on the premise that the 

functions of the parts can at least be ascribed to the whole, 

though the reverse is not generally true. The right hand may not 

know what the left hand is doing, but what my hands type is what 

I have typed. Thus, viewing the whole on a level which can also 

apply to the parts is not problematic. The issue becomes what we 

should say of those levels of description which are appropriate 

when viewing the whole but which seem inappropriate when viewing 

its parts. See [Hart 1984] on this issue.
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5. This term 'system* is quite promiscuous about what it consents 

to describe. Is there anything which could not be called a 

'system' in any sense? Or is 'system' simply a new (respectable) 

way to say 'thing'? I tolerate its appearance in this context 

only for lack of a better word.

6. Hofstadter offers his own level of observation in the form of 

his 'active symbols' within a person's mind. These interact and 

even conflict in a semi-autonomous fashion. The 'mind' for 

Hofstadter is a synergy arising out of their interplay; it is not 

a central command post directing their activation. He compares 

this to the theory that an ant h ill  has a level of 'mental' 

functioning of which the individual ants are (obviously) unaware. 

See [Hofstadter 1980], chapters XV to XVII.

7. Nor should this be confused with a third problem, v iz . ,  

whether something can be said to be more than what it does (or 

can do).

8. For further information on this last possibility, see the not 

e n t ir e ly  serious  a r t ic le  "A B r ie f  Review of Ignorance 

Engineering" in Canadian Artificial Intelligence Newsletter, June 

1 985, pp.27-29, which recommends this as a much more easily 

attainable goal than its rival, "Knowledge Engineering." One goal 

proposed is the creation of an 'ignorance-based novice system' to 

rival current 'knowledge-based expert systems.' This at least 

proves that not everyone involved in AI belongs to the dreaded 

'a rt i f ic ia l  intelligentia.'
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